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One-stop shops, 
companies wanting the 
complete solution

By Rory Dear, Technical Contributor rdear@opensystemsmedia.com

In its youth, the embedded industry was 
far less open than it is today. Innovators 
were keen to keep their advances under 
wraps for competitive gain, and few 
companies offered any kind of complete 
solution. Often the expectation from 
those early embedded experts was that 
anyone considering their first embedded 
development must become an expert 
themselves to be worthy of entering that 
exclusive club.

In their defense, as our industry was far 
more niche than it is today, new and 
early adopters often required a tremen-
dous level of technical support, which 
embedded manufacturers weren’t pre-
pared to provide without a solid busi-
ness case. Simultaneously, most early 
embedded vendors specialized in a 
particular area, be that board-level 
product, displays, industrial I/O inter-
faces, or embedded operating systems 
and software.

Arguably, our hypothetical new devel-
oper wasn’t particularly interested in 

the embedded integration side. The  
developer undoubtedly possessed 
industry-specific core competencies  
(i.e. dynamic positioning), and the 
task at hand was merely to transplant 
that core competency into a workable 
embedded platform. This should have 
been easy, but it wasn’t.

The industry’s attitude back then 
demanded that developers deviate 
from their own primary skill sets to 
travel that steep learning curve of early 
embedded computing, purely to sat-
isfy the heavy integration requirements 
of components sourced from multiple 
vendors. Support attitudes from these 
vendors – which were doomed to failure 
and frankly untenable – meant no board 
manufacturer would assist in integrating 
a third-party display and vice versa. The 
onus was always on the integrator, and 
compatibility was never guaranteed.

Thankfully, embedded vendors changed 
their attitudes over time, pre-integrating 
popular third-party components with 

theirs and eventually expanding their 
scope to include those peripheral com-
ponents themselves, but there was 
always at least one omission. Embedded 
vendors were no longer simply board 
manufacturers; they became hardware 
vendors providing complete hardware 
solutions – but not the software.

Efforts were made to bridge those gaps 
outside of these hardware vendors. 
Board support packages and software 
development kits increasingly emerged 
to at least support clients in areas they 
couldn’t encompass themselves.

Today, I see the expectation is where I 
believe it should be. I’ve always pushed 
for individuals and companies to focus 
on their core competency and outsource 
anything that isn’t to a party whose is. 
Companies now have to focus heavily 
or exclusively on innovation of their 
own core competency and expect an 
embedded vendor to take this and pro-
duce a product from it: hardware, firm-
ware, software, certification – the lot.

They not only want to outsource the 
product’s development, but often its 
path to market. They see no advantage 
in managing various parties to do so, 
else they might as well do this internally 
as it still requires a high level of manage-
ment. Forward-thinking embedded ven-
dors that offer complete product design, 
manufacture, certification, and produc-
tion allow a new product development 
to have zero impact on the activities of 
the company. These vendors are, what I 
believe to be, the future of embedded 
computing realization.   

 TRACKING TRENDS
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V2X test beds for faster, 
cleaner, safer transportation
By Brandon Lewis, Technology Editor  blewis@opensystemsmedia.com

Every day on the drive home from work 
I hit a two-mile stretch of road with nine 
traffic signals. As if that weren’t bad 
enough amidst rush hour, the lights 
aren’t synchronized (at least not prop-
erly). I can’t tell you how many times I’ve 
sat trapped behind a red at signal four 
and watched signals five and six light 
up green, only to turn yellow as soon as 
I can accelerate. Meanwhile, two cars 
traveling in the perpendicular direction 
have sped off, while 30-plus parallel 
drivers join me in silent frustration.

Incidentally, though, about 40 miles as 
the crow flies northwest of that grid-
lock, in the small town of Anthem, AZ, 
a V2X pilot is underway that could help 
change my commute from stop to go. 
The Arizona Connected Vehicle Test 
Bed is a partnership between govern-
ment (Maricopa County Department of 
Transportation), academia (University 
of Arizona College of Systems and 
Industrial Engineering), and industry 
(Savari Inc.) that has been in the works 
since 2009, and promises to cut travel 
time, fuel costs, pollution, and usher in a 
new standard of safety for vehicles and 
pedestrians alike.

V2X and the Arizona 
Connected Vehicle Test Bed
Given the long lifecycles of the auto-
motive market, it should come as no 
surprise that traffic management sys-
tems are decades old themselves. 
Traditionally, the traffic management 
discipline used electro-mechanical signal 
controllers based on simple, static timers 
to regulate traffic flows. More recently, 
sensors embedded in the pavement or 
elsewhere nearby have been used to 
augment these systems by detecting 
the number of vehicles traveling in a 
given direction, usually by sensing the 
presence or absence of metal. Neither 

approach is efficient as possible, as 
solely timer-based systems have no con-
sideration for real-time traffic conditions, 
and sensor-based systems often fail to 
trigger when small vehicles, motor- 
cycles, bicycles, horses, and other forms 
of road transportation with low metal 
content are present. 

Furthermore, these “dumb” sensor  
deployments don’t provide auxiliary 
information about traffic patterns that 
could be useful to traffic management 
professionals and planners, such as the 
percentage of westbound vehicles at a 
light that actually proceed west versus 
those that turn north or south.

Today, however, the Arizona Connected 
Vehicle Test Bed, along with sister 
pilots in Ann Arbor, MI, Palo Alto, CA, 
Washington D.C., Virginia, and New 
York, are leveraging V2X sensors based 
on dedicated short range communica-
tions (DSRC) technology to improve 
on past approaches. Currently in phase 
two of the pilot, the Anthem Test Bed 
uses road side units (RSUs) fixed to light 
poles in conjunction with aftermarket on 
board units (OBUs) mounted in buses 
and emergency vehicles. 

The RSUs function as a type of base sta-
tion for intersections along more than two 
miles of test bed corridor, and analyze 
requests submitted by OBUs to create 
maps of the surrounding area comprised 
of vehicle data (vehicle type, direction, 
etc.) and information from traffic signal 
controllers. Information from the RSUs 
and OBUs, both developed by Savari 
Inc., is then processed using algorithms 
developed by a team from the University 
of Arizona, which prioritize traffic flows 
based on the number and type of vehi-
cles attempting to advance. For instance, 
in this limited pilot, first priority is given 

to emergency vehicles, followed by mass 
transit vehicles, and an on-board display 
in buses indicates to the operator when 
an emergency vehicle is approaching. In 
other test beds, such as Ann Arbor, this 
functionality has already been extended 
to regular passenger vehicles, and the 
participants hope to extend the archi-
tecture to semi trucks as well in order 
to help reduce pollution, wait times, and 
accidents.

Serious about safety and 
software
Although the company develops the 
RSU and OBU hardware that makes test 
beds such as the one in Anthem pos-
sible, Savari Inc.’s primary focus today is 
on middleware and application develop-
ment. Using a cloud-based system that 
pulls analytics from OBUs and RSUs, 
Savari has also developed apps that 
promote driver awareness and driver 
safety, as well as smartphone apps for 
the visually impaired or otherwise- 
disabled pedestrians that allow them to 
communicate with the traffic controller 
if they need additional time crossing 
a street. This also has implications for 
phones communicating directly with 
vehicles by means of DSRC, as wireless 
chipsets in modern smartphones can 
be manipulated for compatibility with 
DSRC’s 5.9 GHz frequency band. 

Imagine how effective this technology 
could be in all aspects of transportation 
if rolled out on a massive scale. Data 
from the previously mentioned pilots is 
being reviewed by the U.S. Department 
of Transportation to potentially create 
rules or mandates around DSRC tech-
nology in cars (and/or LTE in the future). 
But for now, think twice about switching 
out of lanes when a bus is ahead of you. 
It may just have an OBU that helps you 
make the next light.    
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 Compliance 
considerations for the 
medical Internet 
of Things

By Curt Schwaderer cschwaderer@opensystemsmedia.com

The medical industry is poised to take a 
quantum leap in available data from wear-
able IoT devices, as well as advanced sys-
tems that can monitor, report, and track 
a variety of medical conditions. At the 
same time, Healthcare IT News reported 
in a 2015 article that the medical industry 
had over 2 million identity theft victims 
in 2014, representing a 22 percent 
increase from the previous year.[1] 

There are a number of regulations that 
attempt to ensure the privacy of sensi-
tive patient data. This article explores 
security during patient data transmis-
sion, the regulations that govern it, 
and a recently announced solution that 
may enable more advanced medical IoT 
applications that also comply with data 
security regulations.

Medical IoT challenges
IoT is less a collection of products and 
more of a paradigm shift in how a deploy-
ment solution can provide the end user 
significant benefits, as well as offer ven-
dors valuable information about how 
the system is used. With an explosion in 
the number of wearables, these devices 
represent an unprecedented level of 
access to massive volumes of informa-
tion that can be utilized to propel the 
medical practice to new heights. This 
also opens the door for new medical 
devices that utilize technology similar to 
wearables for biometric information, but 
are custom built for analysis of medical 
conditions and the effect of diet, exer-
cise, and lifestyle on those conditions.

Medical IoT challenges extend privacy 
issues beyond just the protection of 
stored data that the medical industry 
has been dealing with for a long time. 
New challenges involve getting this 
sensor data to the ingestion and 
storage system securely and reliably. 
The Federal Information Processing 
Standard (FIPS) has been tasked with 
providing standards and assurance 
levels of protection and privacy in these 
areas. The FIPS 140 standard deals 
with security in transmission of informa- 
tion, which is a key compliance piece 
in order to successfully deploy medical 
IoT applications.

FIPS 140-2 overview
FIPS 140-2 is a U.S. government com-
puter security standard used to accredit 
cryptographic modules. In the medical 
industry, this standard is used to secure 
sensitive data involving personal med-
ical records or data. The certification 
for the encryption methods of the data 
is tested against entropy for random 
number generation and validation of 
the security of the cryptographic algo-
rithms used. There are additional levels 
that also include tamper detection and 
response requirements.

These are important compliance require-
ments in order to ensure the security 
and protection of the data. Applying 
IoT to medical, this sensitive data is also 
flowing from medical sensors, devices, 
and gateways into cloud environments 
that can track, monitor, and analyze the 

data from a single individual to groups 
of test subjects. This extends the secu-
rity requirements to not only the data 
storage, but also the transport from sen-
sors to cloud.

FIPS 140-2 implementations
Redpine Signals recently announced the 
availability of a FIPS 140-2 Wi-Fi module 
based on the company’s M2MCombo 
chipset (Sidebar 1). These modules allow 
designers to easily incorporate compli-
ance capabilities within their healthcare, 
financial, education, and manufacturing 
systems.

Venkat Mattela, CEO of Redpine Signals 
mentioned that they have been working 
for over 3 years to bring FIPS 140-2 com-
pliance to the dual-band Wi-Fi network 
commonly used in medical facilities due 
to increased robustness and resiliency. 
“Prior to this effort we had worked 
to bring FIPS 140-1 to market, which 
defines the cryptographic functions. 
These functions are tested for entropy 
of the random number generation and 
validation of the cryptographic algo- 
rithms,” Venkat said.

Wi-Fi vendors typically have enterprise 
certification like AES, which can be sold 
into non-military components. But these 
enterprise-grade solutions represent a 
significant roadblock to the adoption of 
medical IoT applications.

“Draeger Medical was one of the com-
panies at the forefront of developing 
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applications that require FIPS 140-2,” Venkat continued. 
“Incorporating these FIPS 140 components within their Wi-Fi-
based Infinity M300 patient-worn telemetry monitor repre-
sented an important benchmark for securing sensitive data for 
a medical IoT application.”

There are lots of very interesting and useful health applica-
tions that run on smartphones and link with various wearable 
devices and sensors to monitor activity, fitness, and weight 
loss. Extending these devices to be used by medical industry 
professionals could provide greater insights into lifestyle, 
exercise, and eating habits and their impact on health and 
illness prevention.

Beyond medical
Venkat mentioned that while the FIPS 140 capabilities were 
developed for medical applications, there are many other 
markets making IoT devices and systems, such as banking 
and finance, government and facilities, energy production and 
smart grid, critical manufacturing, emergency services, trans-
portation systems, chemical production, and research. “All  
these applications exchange sensitive data that pertains to 
public health and safety. The FIPS 140 capabilities unlock IoT 
possibilities in all these mission-critical industries.”

There are a number of key aspects in order for FIPS to be  
effectively implemented. The deployment must be fully 
embedded in software so you don’t need an extensive Linux 
processing system. Hardware acceleration that enables max-
imum throughput is important, and a knowledgeable support 
infrastructure that engages with customer use cases from con-
cept to deployment is also critical. These key capabilities can 
result in applications and systems being quicker to market with 
lower platform expense while extending infrastructure into new 
markets with similar security requirements.

One big benefit of incorporating FIPS-compliant modules is the 
ability to leverage certification from the modules being incor-
porated. Venkat commented that the requirements for the 
 randomness entropy itself took six months to refine and test 
until they were certified.

Summary
Data security is a critical element of medical IoT applications. 
That security must exist while the data is stored, as well as in 
transit. Components that implement the FIPS 140 standards 
are an important building block to enabling a high level of data 
security for industries that require them.  

References:
1. “Medical Identity Theft Sees Sharp Uptick.” Healthcare IT News. 2015. 
Accessed May 11, 2016. http://www.healthcareitnews.com/news/medical-
identity-theft-sees-sharp-uptick.
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The FIPS 140-2-compliant 
M2MCombo Wi-Fi chipset from 
Redpine Signals includes algorithms 
such as AES 128/256-bit in CBC 
mode; AES CCM; AES-CMAC; 
SHA-1; SHA-256; HMAC-SHA1; 
HMAC-SHA256; RSA PKCS #5; 
SP800-90 DRBG Hash_DRBG;  
SP 800-108 KDF; and CVL. There 
are also algorithms in the chipset 
that are non-approved but allowed 
in FIPS mode, and mainstream cryp-
tographic algorithms for non-FIPS 
mode. This makes the chipset exten-
sible for a variety of compliance 
requirements. The entire SSL stack is 
embedded in the chip, which elimi-
nates any cryptography bottlenecks 
on Wi-Fi performance.

Redpine Signals M2MCombo Wi-Fi chipset.Sidebar 1
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The evolution of high-
frequency precision 
microwave components 
for ADAS and active safety 
applications
By Edgardo Menendez

In the near future, dangerous driving will be a thing of the past. Unskilled and careless drivers will be 

mitigated by a host of active electronic systems that improve safety by taking many decisions out of drivers’ 

hands. These advanced driver assistance systems (ADAS) will be enabled by a network of devices that 

allow vehicles to detect their surroundings, as well as their drivers’ condition.

ADAS, Automotive Radar
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Wireless communications are at the 
helm of the evolution towards con-
nected vehicles and active safety sys-
tems. Radar systems are already being 
used to detect the position of other cars 
on the road, and cameras are already 
employed to detect the lines on the road 
and delineate adjacent lanes. Wireless 
area networks for road vehicles – which 
are generally referred to as vehicle-to-
vehicle (V2V), vehicle-to-infrastructure 
(V2I), and, collectively, as V2X commu-
nications – are also being developed 
to detect traffic coming from a perpen-
dicular direction for crash avoidance, 
to turn all red traffic lights green when 
there are no other cars approaching, and 
to improve efficiency on interstates and 
other highways.

All of these advanced systems require 
sophisticated components to operate 
without fault, 100 percent of the time. An 
enormous assortment of electronic com-
ponents already exists for use in auto-
motive Wi-Fi, radar, and high-definition 
cameras. Historically, however, these 
components have primarily been used in 
commercial and consumer applications, 
which aren’t typically subject to rigorous 
reliability standards. High-reliability com-
ponents have been made for the military, 
down-hole, space, and aerospace indus-
tries, and manufacturers within these 
industries are already accustomed to the 
higher costs required to develop high-
performance, high-reliability devices. The 
automotive industry is different. Although 
it requires components that perform just 
as well, if not better, than commercial-
grade parts; that are rugged enough to 
handle the electrical, mechanical, and 

environmental rigors of daily driving; and 
that pass the extensive testing speci-
fied by the AEC-Q200 standard, it also 
requires that said components be afford-
able enough for high-volume implemen-
tation into vehicles.

Multilayer organic components 
for performance and 
functionality
A new class of high-performance, high 
frequency components has been devel-
oped to meet the unique demands of the 
automotive industry. Multilayer organic 
(MLO) technology utilizes thin, low-loss 
substrates with excellent, repeatable 
RF/microwave performance and robust 
reliability to create components such 
as filters, couplers, crossovers, capaci-
tors, and inductors. AEC-Q200-qualified  
RF/microwave capacitors are also avail-
able for Bluetooth infotainment systems, 
and low-inductance ceramic capacitors 
that can handle the demands of high-
speed automotive video processors are 
available as well.

MLO components consist of one or 
more RF dielectric layers embedded 
between other laminates to provide 
routing, shielding, and bonding pads for 
surface mount (SMT) placement. MLO 
technology can also be used as an RF 
or mixed-signal substrate, in which the 
layers support the placement of both RF 
and digital ICs (Figure 1). Variations of 
this integration can be employed when 
necessary (for example, when thinner 
components are required), but there are 
a few design constants. For instance, the 
dielectric layer must exhibit low loss at  
common wireless frequency ranges and, 

at the same time, also 
exhibit a high dielec-
tric constant (Dk) to 
provide high capaci-
tance density.

Unfortunately, these 
are counteracting 
properties for most 
materials. High Dk 
values are usually 
obtained by filling 
polymers with dielec-
tric materials, which 

can increase loss. For this reason, 
extremely thin dielectric layers are nec-
essary. Recently, a number of low-loss 
formulations of polytetrafluoroethylene 
polymers (PTFE) and liquid crystalline 
polymers (LCP) have become available 
in copper-clad films as thin as 8 microns. 
For PTFE, advanced filler materials 
are used to increase Dk without sig-
nificantly increasing loss. LCP, on the 
other hand, has low Dk, and has been 
shown to have favorable characteristics 
for a wide variety of RF and high-speed 
applications. So, by carefully selecting 
laminates and bond ply materials, it is 
possible to utilize standard lamination 
processes to produce high-performance 
RF components.

Once the MLO component design is 
completed, metal and dielectric layers 
are etched and laminated. A typical 
six-layer construction is shown in 
Figure 1. These customized configura-
tions are patent protected, and allow for 
the highest passive component density 
while achieving increased functionality. 
To achieve the desired component den-
sities, line widths, and spaces, as small 
as 15 microns can be obtained using 
semi-additive process techniques. Laser 
direct imaging (LDI) technology is also 
critical to MLO device development, as 
it allows for the realization of fine line 
geometries and tight tolerance struc-
tures. These structures typically form the 
resonant structures of the embedded 
components, and must be precisely 
reproducible over a large area. A dis-
tinct advantage of MLO technology over 
ceramic- and silicon-based processes 
is cost. By leveraging the economies 
of scale, more than 200,000 devices 
in 0402 packaging can be constructed 
on a single 18" x 24" panel.

Since MLO technology is used to build 
high-performance RF/microwave filters 
and multiplexers, it’s an ideal solution 
for automotive V2X applications in which 
radios can utilize the new IEEE 802.11p 
standard WLAN band that operates 
at 5.9 GHz (as well as GPS frequencies) 
to receive the necessary information 
required to determine the location of 
vehicles and transmit their location data 

A cross-section view of a typical multilayer organic 
(MLO) device.Figure 1
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to surrounding vehicles and infrastruc-
ture. Diplexers, which are comprised of 
two filters connected to a common port, 
can be used to reduce the component 
count in V2X radios, as a single diplexer 
can route the GPS, 5.9 GHz, or other 
signals through one antenna, effectively 
removing the need for two independent, 
discrete filters, additional antennas, and 
the necessary impedance-matching net-
works (Figure 2).

Tests have shown that MLO diplexers 
exhibit several significant performance 
advantages, such as steeper roll-offs and 
higher quality factors above and beyond 
those exhibited by common ceramic 
diplexers (Table 1). Additionally, MLO 
diplexers experience higher repeat-
ability at manufacturing, consistently 
producing high Q components.

MLO devices also have a unique feature 
that’s not found in other types of com-
ponents, namely ceramic and silicon: a 

coefficient of thermal expansion that is 
matched to the typical printed circuit 
board (PCB). This is an especially crit-
ical characteristic due to the fact that 
automobiles are constantly exposed to 
wide temperature swings. For example, 
in South Carolina during the spring, 
early morning temperatures can hover 
around 55 ºF and rise to 85 ºF by noon, 
with even higher temperatures experi-
enced by a parked car in direct sunlight. 
These temperature swings cause PCBs 
to contract and expand, which causes 
mechanical stress at the solder joints of 
the capacitors, inductors, filters, ICs, and 
other devices mounted on the board. 
Since MLO components expand and 
contract at the same rate as the PCB, 
they dramatically reduce the potential 
for component cracks or broken termina-
tions resulting from the thermal changes 
experienced over their lifetimes.

However, ceramic capacitors are still 
(and will likely continue to be) employed 

A comparison of the physical and performance characteristics of an MLO diplexer versus an 
LTCC diplexer.Table 1

Typical diplexer function is shown here.Figure 2
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in most automotive applications, as they 
offer the widest range of capacitance 
values and capabilities. RF/microwave 
ceramic capacitors are used in infotain-
ment, V2X, and other wireless systems 
for impedance matching, and AEC-
Q200-qualified RF/microwave ceramic 
capacitors are ideal for Bluetooth radios 
and Wi-Fi matching circuits.

In addition to the RF/microwave com-
ponents used for wireless signal trans-
mission, ADAS applications also rely on 
imaging technology, such as high-defini-
tion, high-speed image processors and 
HD cameras for backup imaging, side 

lane detection, and driver monitoring 
systems. These and other applications 
used to visually detect a vehicle’s sur-
roundings and the driver’s condition 
require a great deal of processing power 
at extremely fast data rates, and capaci-
tors are typically used to decouple the 
image processor from the power source, 
acting as a buffer between the two. 
Parasitic inductance is the enemy of 
high-speed digital circuits, as it tends to 
distort signals by increasing rise times. 
To counter this phenomenon, low induc-
tance devices, such as land grid array 
(LGA) capacitors, have been developed 
to exhibit parasitic inductances as low 

as tens of picohenries (pH), compared 
to several hundred picohenries for 
standard multilayer ceramic capacitors 
(MLCCs) of similar overall size.

LGA capacitors are two-terminal ceramic 
capacitors with a reverse geometry 
construction and T-shaped, vertically 
oriented electrodes that significantly 
reduce inductance (Figure 3). These 
capacitors are built with another innova-
tive passive component manufacturing 
process: fine copper termination (FCT), 
which enables extremely accurate termi-
nation plating. Additionally, expanding 
on the LGA design by introducing more 
terminals further reduces inductance 
below 20pH (Figure 4).

Over the past five to ten years the 
automotive industry has undergone 
significant improvements in automo-
tive safety and efficiency, largely as a 
result of the expanding employment of 
advanced electronic systems in vehicles. 
As a result, passive component manufac-
turers, such as AVX, have experienced 
notable demand for high-reliability, 
high-performance passive components 
that are capable of satisfying stringent 
automotive-specific safety and reli-
ability standards; are rugged enough to 
handle the electrical, mechanical, and 
environmental rigors of daily driving; 
and competitive enough to comply 
with the budgetary restrictions of high-
volume purchasing, and have subse-
quently invested significant resources in 
processes to qualify said devices to the 
AEC-Q200 standard and various indi-
vidual automotive OEM standards, to 
keep drivers and passengers safe.

Edgardo Menendez is Worldwide 
Business Manager for RF/Microwave 
Ceramics at AVX Corporation.
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 www.avx.com 
 @AVXCorp 
 www.linkedin.com/company/avx 
 www.facebook.com/avxcorporation 
 www.youtube.com/user/  
 AVXCorporation

Pictured are two-terminal LGA ceramic capacitors.Figure 3

An impedance versus frequency comparison of various low inductance ceramic capacitors.Figure 4
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Addressing the software 
challenges of ADAS and 
automated driving
By Kerry Johnson

A modern OS can provide a variety of tools to help developers build robust, safety-certifiable systems with 

off-the-shelf software.

A century ago, removing the horse and 
replacing it with a motor was a major 
innovation. Electric starters, automatic 
transmissions, and radios were next. As 
electronics became ubiquitous, we saw 
intermittent wipers, fuel injection, and 
engine performance enhancements and 
monitoring. And now, microprocessors 
and software are fueling the evolution 
of advanced driver assistance systems 
(ADAS) to help the driver drive the car. 

ADAS spans from passive, to rudimentary, 
to active, and finally to fully autonomous 
control. In passive ADAS, the system 

warns the driver of a situation, but it is 
up to the driver to take action (Figure 1, 
page 14). For example, a backup camera 
equipped with a motion detector can, if 
it detects someone behind the car, sound 
an alarm, but the driver must still apply 
the brakes. An example of rudimentary 
ADAS control is adaptive cruise control, 
which can maintain the speed set by 
the driver and automatically adjust it to 
ensure a safe distance from vehicles up 
ahead. An example of active ADAS is 
automated lane keeping, which not only 
warns the driver, but actively steers the 
vehicle to keep it in the lane. Ultimately, 

such technologies will converge in the 
autonomous vehicle – a car able to drive 
itself without human intervention.

Software
ADAS systems combine hardware (for 
example, cameras, radar, exotic laser 
sighting systems) with associated 
device driver and control software. 
Additional layers of software provide 
the communication between  modules 
and implement the system’s “high 
level” functionality, such as avoiding the 
pedestrian behind the car while it’s in 
reverse or coordinating the interaction 

Safety-Critical Automotive Software
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of the braking system, steering system, 
and cameras to implement the lane 
keeping feature. Autonomous cars will 
require even more software.

To deliver a safe and reliable product, 
developers must use certified compo-
nents, methods, and tools, but they must 
also deal with cost constraints. Thus, to 
develop the product on time and on 
budget, it makes sense to use com-
mercial off-the-shelf (COTS) software. 
This approach amortizes the develop-
ment, testing, and certification costs 
of the software across multiple OEMs. 
Likewise, commonality of hardware 
platforms lends strength to the COTS 
argument – the difference between a 
high-end luxury car and a low-end utility 
car can be stark, but they may both use 
the same underlying vision system. Once 
an OEM gains familiarity with a hardware 
platform, they can integrate it into mul-
tiple models and lines to reduce costs.

Freedom from interference
The automotive software industry is 
following in the footsteps of other 

industries that rely on software and 
have stringent safety requirements, 
including medical, rail, and nuclear. 
Each has processes and certifications 
to help ensure consistency, quality, 
and above all, safety. For automotive, 
the main standard is ISO 26262, “Road 
Vehicles – Functional Safety.” It’s mod-
eled after IEC 61508 “Functional Safety 
of Electrical/Electronic/Programmable 
Electronic Safety-Related Systems,” 
but deals specifically with the automo-
tive sector and addresses the entire 
software lifecycle.

A key concept in ISO 26262 is freedom 
from interference. Simply put, one com-
ponent cannot interfere with the opera-
tions of another. For example, if a system 
includes both a media player and a rear-
view camera, the media player should 
never interfere with the operation of the 
camera, even though the two may share 
the same LCD panel.

The goal of modern OS platforms is 
to mitigate all forms of interference 
between software processes. For 

example, the OS can use 
the memory management 
unit (MMU) to ensure that 
each process runs in a pri-
vate, hardware-enforced 
address space that only 
that process can access. 
This technique prevents 
memory interference. But 
other forms of interference 
can still occur – for example, 
in a denial-of-service (DoS) 
attack, a process could con-
sume all available memory 
or CPU resources, starving 
the other processes. Thus, 
an OS also needs to support 
resource limits and sched-
uling guarantees. 

OS architecture makes the 
difference here. Microkernel 
operating systems, in par-
ticular, are much better than 
their monolithic counter-
parts at ensuring freedom 
from interference (Figure 2). 

For example, consider device drivers. 
In a monolithic OS such as Linux, the 
device driver software lives in the kernel. 
Consequently, a fault in one device 
driver will corrupt or possibly shut down 
the entire OS. Even from a security per-
spective this is a serious breach, as com-
promising the least-secure device driver 
can give an attacker full control over the 
OS. In a microkernel OS, though, this 
isn’t the case. Device drivers operate as 
regular, minimally privileged, memory-
protected processes, isolated from each 
other (and the kernel) through tried-and-
true MMU-enforced hardware protec-
tion. If one driver fails, the rest of the 
system continues to work.

Resource limits and adaptive 
partitioning
Scheduling contention is another inter-
ference issue that can occur when 
multiple processes share a CPU –  
and cannot be eliminated by simply 
assigning priorities. To understand why, 
consider two processes running at the 
same priority. Due to a bug, one of the 
processes goes into an infinite loop and 

Passive ADAS systems, such as backup cameras, still require driver intervention.Figure 1
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runs forever. The other process won’t 
be scheduled to run because the first 
process is consuming all available CPU 
resources. The solution may appear to 
be simple: change the priority so that 
one process has a higher priority than 
the other. But this simply moves the vul-
nerability to a different process. When 
a bug hits the higher priority process, 
that process starves other processes of 
CPU time. To prevent task starvation 
from ever becoming a concern, system 
designers can use adaptive partitioning, 
an advanced technique that guarantees 
CPU time to sets of processes or threads 
(aka partitions), while allowing partitions 
to exceed their time budgets when 
spare processing cycles are available.

With adaptive partitioning, the designer 
could, for example, allocate 60 percent 
of the CPU to one process and 40 percent 
to another. So, even if both processes 

run at the highest priority, the OS will 
ensure that the first process consumes 
only 60 percent of the CPU and the 
second 40 percent – exactly as speci-
fied. Because this approach is “adap-
tive,” it can hand out spare CPU time 
to partitions that could benefit from it. 
For example, if the first partition isn’t 
using any CPU and the second partition 
needs to perform a lot of work, the OS 
could let the second partition use more 
than its 40 percent share, so long as it 
doesn’t impact the operation of the first 
partition. The instant the first partition 
needs CPU time, the OS guarantees that 
it shall have 60 percent of the CPU. This 
approach effectively provides freedom 
from interference on the CPU front in a 
way that’s both flexible and predictable.

Advanced operating systems provide 
fine-grained privilege mapping. Every 
distinct function provided by the kernel, 

such as setting the time, attaching to 
an interrupt, or creating a process, is 
assigned a privilege level. The OS kernel 
then limits the processes to the absolute 
minimum privileges required. Processes 
can be started with “extra” privileges 
(in order to, for example, set up hard-
ware mappings and attach to interrupts), 
which they can then drop once in their 
steady-state operation. The concept of 
“running as root” is no longer relevant 
or acceptable.

Hypervisor
An ISO 26262-certified system can also 
use a hypervisor. As mentioned, adap-
tive partitioning allows us to run several 
processes on the same CPU and to make 
strong guarantees about their inter-
actions with each other. A hypervisor 
allows us to benefit from two additional 
configuration options. In one case, we 
might wish to combine a certified system 
with a non-certified system, for example, 
the rear-view camera and the multimedia 
player. The multimedia player might be 
subject to more frequent updates and, 
since it isn’t a critical system, doesn’t 
need to be certified. A hypervisor can 
create a clear separation between the 
certified and non-certified domains in a 
simple and cost-effective manner.

The hypervisor could also allow the  
multimedia player to run on a non-
certified commodity OS, such as Linux, 
while allowing the safety-certified 
critical software to run on a real-time 
OS, such as QNX Neutrino. Again, the 
hypervisor provides an effective barrier  
between the certified part and the non-
certified part. The benefits of using a 
hypervisor include hardware consoli- 
dation (one CPU, one LCD panel) and 
lower certification costs, resulting 
in a lower overall system cost while 
retaining safety certification.

Kerry Johnson is a Product Manager at 
QNX Software Systems, a subsidiary of 
BlackBerry.
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 @QNX_News 
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 qnx-software-systems

Microkernel operating systems enable greater freedom from interference.Figure 2
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Paying off technical debt in 
safety-critical automotive software
By John Paliotta

Vehicles have evolved from mechanical devices into complex 
integrated technology platforms with embedded software pow-
ering all major systems, including: engine control, powertrain, 
braking, driver assistance, and infotainment (Figure 1). Now, 
studies predict that by 2017, four out of five new cars will have an 
Internet connection.[1] This “always-on” connectivity will result 
in new challenges as the line between consumer-grade software 
for infotainment and safety-critical software gets blurred.

For example, the telematics system provides features such as in-
vehicle voice control applications, as well as interaction with the 
GPS system for navigation and traffic features. Soon a vehicle’s 
GPS system will be used for more than simply directions. As we 
move into the era of connected and autonomous cars, features 
such “auto SOS,” which summons help in the event of a crash, 
will be built on top of this existing telematics architecture.

Another example of this shift from consumer-grade to safety-
critical comes to mind when reading recent news of an agree-
ment between major automakers and the U.S. National 

Highway Traffic Safety Administration (NHTSA) to implement 
automatic emergency braking (AEB) as standard equipment 
on most vehicles by 2021. The AEB systems are controlled by 
software that powers cameras, radar, proximity sensors, and 
more that all need to operate flawlessly in order to safely stop 
a vehicle if a driver is slow to respond. This also means that an 
embedded camera that was previously used for passive driver 
assistance (parking for example) will now be part of a safety-
critical system. 

Insurmountable quality issues ahead
Most new software applications are built on legacy code bases. 
Since substantial monetary and time investments have gone into 
developing existing applications, there is naturally an interest in 
leveraging as much of what’s already been done as possible.

The problem with the reuse of existing code is that legacy 
applications often carry an enormous amount of technical debt. 
Technical debt is a metaphor for shortcuts taken during the ini-
tial design and development of a system. This “debt” is often 

caused by the continual devel-
opment of software without the 
correct quality control processes 
in place, typically due to the tre-
mendous business pressure to 
release new versions. The accu-
mulated liability of the technical 
debt created eventually makes 
software difficult to maintain. 

The key to reducing technical 
debt and improving quality is to 
refactor components (the pro-
cess of restructuring application 
components without changing 
its external behavior/API), but 
developers are often hesitant to 
do so for fear of breaking existing 
functionality. One of the biggest 
impediments to refactoring is 
the lack of sufficient tests that 
formalize the existing correct 
behavior of an application. 

Software powers all major systems in the modern connected car, including engine control, powertrain, 
braking, driver assistance, and infotainment.Figure 1
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Without sufficient tests, it is very difficult to refactor an applica-
tion and not cause regressions in functionality or performance. 
According to a Gartner study, “a lack of repeatable test cases 
limits an organization’s ability to demonstrate functional equiv-
alence in an objective, measurable way.”[2] This lack of suffi-
cient tests ultimately means that a software application cannot 
be easily modified to support new features.

Paying off technical debt
Baseline testing, also known as characterization testing, is useful 
for legacy code bases that have inadequate testing (Figure 2). It 
is very unlikely that developers of an already deployed applica-
tion will go back and implement all of the low-level tests that 
should be generated. They rightly feel that the deployed appli-
cation is “working fine,” so why should they spend months of 
time retesting?

A better option in this case is to use automatic test case gen- 
eration (ATG) to quickly provide a baseline set of tests that  
capture and characterize existing application behavior. While 
these tests do not prove correctness, they do formalize what the 
application does today, which is very powerful because it allows 
future changes to be validated to ensure that they do not break 
existing functionality.

Another benefit of having a complete set of baseline tests is 
that change-based testing (CBT) can be used to reduce total 
test cycle times. It is not uncommon for complete application 
testing to take one to two weeks. With change-based testing, 
small changes can be tested in minutes.  Change-based testing 
computes the minimum set of test cases needed for each code 
change and runs only those tests.

As a result, developers are able to make incremental changes 
to the code and ensure that those changes are not breaking 
the existing behavior of the software. They are also able to do 
further analysis if something is broken to work out if a bug has 
been introduced, a capability has been removed that actually 
should be there, or if there is a bug that should be addressed 
because it may have other ramifications. 

Take baseline testing to the bank
In the Internet of Things-enabled world, a great amount of 
legacy code will find its way onto critical paths in new appli-
cations. Without proper software quality methods in place to 
ensure the integrity of this legacy code, the overall safety of the 
system could be compromised. 

Baseline testing can help reduce technical debt in existing code 
bases, allow developers to refactor and enhance those code 
bases with confidence, and ultimately allow the owners of these 
legacy applications to extract more value.

John Paliotta is Co-Founder and Chief Technology Officer of 
Vector Software.
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Baseline testing formalizes what an application does today, 
which allows future changes to be validated to ensure that 
existing functionality is not broken. Change-based testing can 
be used to run only the minimum set of test cases needed to 
show the effect of changes.
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Automotive clusters: Where 
safety meets innovation
By Jason Williamson

The instrument cluster is experiencing a 

radical reinvention. Screens are taking 

over the cluster because the cost of 

both the screens and the silicon to drive 

displays is going down. In some cases, 

the cluster is a combination of physical 

gauges and a screen; in others, all cluster 

information is presented on a large thin-

film transistor (TFT) displays. In either 

implementation, the cluster is prime, 

driver-critical real estate, making its 

deployment no typical human-machine interface (HMI) challenge. All features and functionality must be 

easy to understand. Additionally, the entire embedded cluster system must be extremely safety focused, 

performant, and fault tolerant.

Lessons learned from how to build smaller driver information displays need to be scaled up dramatically. 

Let’s look at four of the biggest areas of opportunity: heterogeneous displays, advanced silicon, simplified 

certification, and native C development.

In the automotive market, not all 
screen elements are created equal. For 
example, it’s nice for you to know that 
your washer fluid is low. A status ele-
ment in the vehicle cluster provides that 
information quickly and easily. However, 
it’s more important to know that you’re 
exceeding the speed limit. Washer fluid 
status isn’t safety critical. Your speed is.

With this in mind, most automakers 
strive for 60 frames per second (FPS) 
frame rates or better for speedometer 
and tachometer display elements to 
create a smooth appearance and so that 
information updates in real time. Other 

graphics – such as fuel and vehicle status – 
can typically run at 30 FPS or slower. 
Having separate frame rates for different 
elements is a departure from traditional 
graphics code, as simple approaches 
just draw to the screen with each screen 
refresh updating all elements. 

A smarter tactic requires a re-archi-
tecting of the code to separate how 
graphics are handled. This can be 
done by creating separate code loops 
that update different elements at dif-
ferent frequencies, and assisted using 
hardware layers to decouple what gets 
redrawn (more about the benefits of 

hardware layers next). It’s very important 
that execution of this approach does not 
adversely impact performance, since 
achieving 60 FPS on low-end hardware 
can be a challenge all by itself.

Use or lose
Silicon vendors are innovating with auto-
motive industry applications in mind, 
releasing new embedded processors 
that allow cluster development teams to 
get more performance from less expen-
sive chips. It’s up to cluster development 
teams to leverage the advanced features 
of their hardware so that they can wring 
the most out of their selected processor. 
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The design of the hardware can offer sig-
nificant performance gains while keeping 
bill of materials (BOM) costs low.

For example, some hardware offers dual 
pipelines for getting graphics to screen. 
Using both pipelines can greatly accel-
erate performance for graphic-intense 
screens because precious CPU cycles are 
spent building render lists for the GPUs 
to execute in parallel. Moreover, one of 
those pipelines is often tailored to the 
hardware platform – like RGL on Renesas 
parts or IRIS on parts from Cypress or 
NXP. These graphics libraries are custom-
architected and honed by Altia and 
silicon vendor partners to get the best 
performance from the hardware. 

An underutilized but quite powerful plat-
form feature is hardware layers. Almost 
every modern cluster user interface con-
sists of graphics that are stacked on top 
of one another. This means that when 
an area of the screen is being redrawn, 
the hardware is working to draw each 
of these graphic pieces and determine 
which parts should be combined and 
pushed out to the screen. Layers do all 
of this work for you, relieving the CPU of 
this unnecessary burden. You can even 
use layers to effect CPU-free, simple ani-
mations. Common animations like hiding 
and showing or moving objects across 
the screen are easily accomplished by 
leveraging hardware layers. 

Furthermore, layers – when used cor-
rectly – can dramatically decrease 
ROM and RAM requirements. When 
you think about an instrument cluster, 
the background image would typically 
be one layer, needles that must be 
updated frequently could be another 
layer, and safety-critical telltales could 
be a third layer. For the latter two cases, 
the graphic detail can be minimal. The 
image quality of the background likely 
needs to be very high, which drives 
up the memory needed. Being able to 
separate these image quality require-
ments means that you can save valuable 
memory. While in this case we only call 
out low and high quality elements, there 
are many shades in between, giving the 
developer the fidelity required with the 
smallest memory footprint. Configuring 
each layer multiplies memory savings by 

each of the objects in an interface – and 
the object count in a modern cluster 
can be surprisingly high. In a simple 
model of an 800x480 interface with a 
single background and only eight but-
tons, Altia found that RAM could be 
reduced by 50 percent and ROM could 
be reduced by over 0.5 MB by using 
hardware layers.

Simpler certification 
As more critical driving data is being 
presented on screens, Altia’s customers 
are prioritizing safety as a primary tool 
chain requirement. Standards such 
as ISO 26262 ensure that code and 
processes meet the strict guidelines 
required for mission-critical applica-
tions, which adds a tremendous burden 
on developers who are already trying 
to compress development cycle times. 
Therefore, it is important that develop-
ment teams are able to shrewdly mini-
mize the code that needs to be certified.

The traditional way to accomplish this 
feat is to separate the code. Physical 
telltales and gauges are used to convey 
safety-critical information, while the 
driver information display provides sup-
plemental information. As the screen 
in the cluster becomes a more integral 
part of the identity of the vehicle, auto-
makers have cleverly blurred the lines 
between digital and analog informa-
tion in the cluster. In some cases, this 
is done to the extent that it is difficult 
to perceive where the screen stops and 
physical indicators begin. In this way, 
developers can segment out the most 
safety-critical pieces of code that must 
pass extended certification. 

A similar division is happening even on 
clusters that are entirely screen-based. 
Altia-generated graphics code can 
leverage hypervisors in modern RTOSs 
to provide ironclad separation between 
safety-certifiable software versus all of 
the remaining cluster software. You can 
even go so far as to have completely dif-
ferent operating systems on each hyper-
visor, which provides maximum safety 
and flexibility. This gives you the freedom 
to have everything drawn with software – 
providing a uniform look and feel – while 
utilizing the available CPU and thereby 
reducing cost and complexity. 

Go native
There are many ways that development 
teams can create embedded graphics 
for an automotive cluster. Some coders 
use high-level libraries that have been 
force-fit onto an embedded system. 
Others employ weighty black box 
engines that interpret interface layout 
commands. Savvy development teams 
understand that the safest and simplest 
approach to graphics development is 
native C code.

Expertise and talent, as well as tools 
and processes, have been refined over 
many decades to produce the highest 
quality embedded code. What’s more, 
C code offers the compactness and 
performance needed for production 
embedded platforms. After all, these 
teams are not developing a web inter-
face that is running on a PC – this is a 
deeply embedded device that must 
react immediately and deterministically 
in every scenario.

Modern clusters: Innovation 
opportunity
The modern cluster is an amazingly 
advanced area of technology in the 
vehicle, but it is not a high-powered 
PC that can be rebooted when things 
go awry. Safety and, just as critical, reli-
ability are paramount. But the display 
in the dash is also no longer a simple, 
multi-line driver information display. 
The modern cluster is a unique chal-
lenge for automotive engineers who 
are pushing the boundaries of auto-
motive user experience innovation. 
It’s important to balance usability and 
code certification requirements while 
optimizing graphics performance on 
limited hardware to achieve a safe, 
yet attractive, instrument cluster for 
next-generation models. Development 
teams face many challenges, but with 
the right tools and processes, they 
have the power to radically reinvent  
the cluster HMI.

Jason Williamson is Vice President of 
Marketing at Altia, Inc.
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First Agile, now Continuous 
Integration. Where does 
testing fit?
By Walter Capitani

In the early days of building cars all 
pieces were “integrated” at the same 
time, so it wasn’t likely that they’d get 
to the end of the process and find out 
the steering wheel wouldn’t fit. On the 
down side, if they had an idea for a new 
transmission they’d have to start over 
and build everything by hand again.

Similarly, software development used 
to mean that the GUI person would 
work alone, the database person would 
work alone, and the business logic 
person would work alone. Then, when 
everybody was done, you’d stick it all 
together and hope it worked. It never 
did. Everybody hated it because you’d 
spend months redesigning and hacking 
all the bits until they fit together. This 
style of development continued for 
years. 

What was once referred to as the “appli-
cation development crisis” meant it was 
nearly impossible to release a product 
that met all of the customer’s current 
needs. According to a recent article, “the 
Space Shuttle program, which opera-
tionally launched in 1982, used informa-
tion and processing technologies from 
the 1960s. Highly complicated hard-
ware and software systems were often 
designed, developed, and deployed in 
a time frame that spanned decades.”[1] 
Now, that example is extreme, but it’s 
still safe to say that by the time a devel-
opment team was able to release an 
update, it either no longer met current 
demands or had become a minor part of 
the whole customer experience. 

Lucky for us, Jon Kern, Kent Beck, Ward 
Cunningham, Arie van Bennekum, 
Alistair Cockburn, and twelve others 
came together 15 years ago to create 
the Agile Manifesto, which ultimately 
spawned Agile development, speeding 
development and making it easier to 
provide customers with the features and 
updates they demand.

Piggybacking on Agile development is 
continuous delivery (CD), continuous 
integration (CI), and DevOps. According 
to Michael Coté, DevOps is “sweeping 
changes to how the organization oper-
ates, end-to-end.”[2] It’s important to 
recognize that DevOps isn’t simple. It’s 
a process that is built on Agile develop-
ment, and something that – when done 
correctly – can save time and headaches. 
When an organization can develop in 
Agile, while using CD and CI, they’ve 
likely become the poster child for the 
software release cycle. Mastering all 
these techniques is challenging, and 
something that almost every develop-
ment organization struggles with right 
now. 

To get a handle on all these tactics, it’s 
important to understand what every-
thing means and what will happen if the 
process isn’t followed correctly. CI, for 
example, requires that all the parts of 
development fit together many times 
every day. When something doesn’t fit, 
the CI system tells the developers what 
went wrong so they can fix it immedi-
ately as the top priority. Each CI inte-
gration kicks off an automated build 

and test process to expose any defects 
and report the status as quickly as pos-
sible, making it much easier to manage, 
fix, and control code. The faster a bug 
is found, the easier it is to fix, resulting 
in a build that’s potentially releasable 
as quickly as possible. And with small 
changes to the code made frequently, 
new functionality can be released more 
quickly with minimum impact to the rest 
of the development team.

To maximize CI development, teams 
must work to detect as many issues as 
possible in each integration build while 
avoiding manual testing. Manual testing, 
much like development prior to DevOps 
and Agile, is mostly unnecessary and an 
extremely slow process. Focusing on 
testing through automation increases 
breadth, depth, and repeatability, and 
lets developers focus on features and 
other important aspects of their devel-
opment. According to an article on 
the 11 Common DevOps Bottlenecks, 
“Manual intervention leads to human 
error and non-repeatable processes. 
Two areas where manual interven-
tion can disrupt agility the most are in 
testing and deployments. If testing is 
performed manually, it is impossible to 
implement continuous integration and 
continuous delivery in an agile manner 
(if at all). Also, manual testing increases 
the chance of producing defects, cre-
ating unplanned work.”[3]

To avoid the pitfalls of manual testing, 
builds must be self-testing and produce 
integration results quickly. But all this 
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works only when a development team 
understands and applies test automation. 
Teams have to write the tests, maintain 
them, and make sure they actually mean 
that the software is ready for customers if 
the software passes all tests. When done 
right, developers get the benefits of inte-
grating all the pieces every day as well 
as the speed of automatically working 
software. When done wrong, teams get 
crashes, errors, and long build cycles. 
With many dynamic test tools unable to 
complete testing in time – especially at 
continuous integration speeds – devel-
opers should focus on tools like static 
code analysis (SCA) to keep up with fast-
paced development environments.

Static code analysis tools are fast, scal-
able, and automated – perfect for CI. 
SCA in a CI environment complements 
dynamic testing because it finds issues in 
the code beyond those found at runtime 
and can help detect bugs earlier in the 
lifecycle (making it more cost efficient). 
The ideal static analysis engine for CI 
processes only analyzes modified code 
and affected execution paths, rather 

than processing all the code all the time, 
slowing the process. It also provides the 
capability to work across multiple devel-
opers and fits into existing CI tools to 
distribute the analysis. Since SCA oper-
ates on source code and does not have 
to execute the code, it can perform 
a complete analysis of the submitted 
code changes in a bounded time frame. 
Quicker analysis means faster resolution 
of defects and a healthier build.

This new phase of continuous integration 
allows companies to once again increase 
their development cycles, adding even 
more automation to the development 
world. This improvement advances to 
the next phase of DevOps: integrating 
and simplifying development tools in 
the development environment. Now the 
GUI person, the database person, the 
business logic person, and the entire 
development team can work continu-
ously to ensure that customers have 
earlier access to updates and features. 
This takes us light years ahead of the 
assembly line of car making, and right 
into the universe of self-driving cars.

Walter Capitani is Product Manager at 
Rogue Wave Software.
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Who can protect the 
connected car? 
Technology to the rescue
By Axel Nix

Today, traffic accidents take the lives of about 1.25 million people every year, and injure 20-50 million 

more. In addition, half of fatalities on the road are “vulnerable road users” like pedestrians, cyclists, and  

motorists.[1] These incidents continue to drive carmakers to seek even more advanced approaches to 

vehicle safety through new tools and services. 

While there are still challenges to over-
come, technology in vehicles is increas-
ingly the superhero and not the villain 
as it relates to increasing vehicle and 
driver safety, and is helping enable new 
approaches to protect lives. Consider 
that the latest technologies in vehicles 
possess superhero powers such as 
vision in the dark, the ability to sense 
objects ahead and around corners, and 
acute sensors to anticipate and react 
to situations with lightning speed. As 
automotive suppliers and manufac-
turers work together to develop and 
test semi-autonomous and autono-
mous vehicles, there is an industry-wide 
focus on driver-assist technologies and 
their integral role in the connected car 
safety ecosystem. 

There are many enablers and infrastruc-
ture mile markers still to pass on the 
road to autonomous driving – dedicated 
short-range communications (DSRC), 
LTE, and 5G technologies are still being 
rolled out and the front runner standards 
are still being debated. Initially, our vehi-
cles will act as sponges, collecting infor-
mation about driving conditions. When 
vehicles become connected information 
hubs with vehicle-to-vehicle (V2V) and 
vehicle-to-infrastructure (V2I) commu-
nication capabilities, they will be fully 
enabled to communicate with other cars 
and their surroundings to deliver alerts 
to drivers and vehicles. For example, this 
integration and communication between 
vehicles provides information about 
traffic lights, blind intersections, signage, 

and road conditions to warn drivers of 
hazards beyond the line of sight. 

Another illustration of V2V capabilities in 
action is the car’s ability to collect traffic 
sign information and send that informa-
tion to the cloud. Servers on the cloud 
aggregate what many different vehicles 
have calculated as the value of that traffic 
sign and then disperse this information 
to other vehicles on the road, allowing 
fellow drivers to benefit from the col-
lection of information. The technology 
optimally complements advanced driver 
assistance systems (ADAS), and together 
can dramatically improve safety by 
alerting drivers about potentially haz-
ardous conditions ahead. For example, 
a vehicle that has encountered a patch 
of black ice can share information on 
the location of the condition with sur-
rounding vehicles. In turn, vehicles that 
are approaching the area can activate 
tire traction control and safely navigate 
the winter road conditions. 

ADAS solutions are already offered in 
many of today’s cars. However, auto-
makers face the challenge of under-
standing the technology’s efficiency 
and effectiveness. New data-driven 
developments are helping automakers 
better understand system gaps and 
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course correct. Today, a driver may need 
to intervene in a situation where a car 
using adaptive cruise control does not 
detect a stopped vehicle ahead and 
adjust its speed. With data-driven solu-
tions that have the ability to collect bil-
lions of miles of real-world usage data, 
the car will learn information from the 
driver’s response to the delayed vehicle 
detection and response, and upload 
data to the cloud for further analysis 
to understand the instance and how to 
eliminate the need for driver interven-
tion. This data-driven approach enables 
system learning and a safer, more reli-
able vehicle. 

Automakers by nature and by design are 
focused on driver safety. One example 
where HARMAN is working with OEMs 
is in the area of augmented navigation. 
It’s an industry-first approach in which 
a camera displays a real-life street view 
layered with an augmented reality view 
of street names, parking structures, and 
traffic signals on the flat screen display 
inside the vehicle. In this unique offering, 
the car is able to blend live video with 
additional annotation to enhance the 

driver experience, such as calling atten-
tion to a parking garage when the driver 
has reached an urban destination and 
cannot find street parking. We expect 
this solution to be on the market within 
the next two years.

The good news for drivers and auto-
makers is that driver assist technologies 
are in high demand with some even 
becoming standard, as seen recently in 
the case of automatic braking. In addi-
tion, last month, the U.S. Department 
of Transportation’s Federal Highway 
Administration announced $60 million 
in grants for advanced transportation 
and congestion management tech-
nologies to fund innovative transporta-
tion that will improve safety, efficiency, 
system performance, and infrastructure 
return on investment (ROI). This gov-
ernment initiative reiterates the impor-
tance and need to advance connected 
safety solutions.

The industry is taking action to tackle 
liability and driver safety challenges in 
pursuit of advancing the development 
and realization of the connected car. 

Like any superhero, there are challenges 
to face and villains to overcome. The 
ability to consistently monitor and learn 
from potential safety risks in the field is 
going to be a key solution. If our hero, 
technology, prevails, data-driven tech-
nologies will usher industry-wide resolu-
tions for powerful V2V capabilities, more 
intuitive connected car safety features, 
and fully autonomous vehicles. 

Axel Nix is Senior Director of Advanced 
Driver Assistance at HARMAN 
International.
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Automated driving – The 
infrastructure shift
By Bjorn Giesler

Current driver assistance functions such as automated parking or traffic jam assist and lane departure warning 

systems for the highway are the first steps on the way to automated driving. But today’s system architectures 

are already reaching their limits in terms of the driving functions expected in the coming years. The growing 

interconnectivity of control devices and their increasingly complex functions require an integrated system 

approach with regards to development and a cross-functional, cross-vehicle software platform. 

Many driver assistance functions are 
already available today. But according 
to the law, drivers are still not permitted 
to rely on this system completely. If an 
error occurs (for example, a sensor fails), 
they must be able to regain control 
immediately.

Driver assistance functions of the future 
will give drivers new freedom, as vehicle 
operators will be able to divert their 
attention from traffic and tend to other 
activities. They will be permitted to 
release the steering wheel, activate their 
assistance function, and also make video 

calls during traffic jams instead of paying 
full attention to traffic.

Systems such as the traffic jam assistant 
Audi has announced for its 2017 models 
will give drivers more time to take 
control, as initially drivers will have up 
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to 10 seconds to re-commandeer 
their vehicles. However, this also 
implies that drivers will be able 
to pay attention to other things 
while the assistance function is 
active, meaning they will not 
be available if a system failure 
occurs. During this time, the 
vehicle will be responsible for 
avoiding or handling dangerous 
situations, as it will not be able 
to simply shut down in case of 
error until full control has been returned 
to the driver. Instead, they must main-
tain a minimum level of functionality 
to guarantee the safety of the vehicle 
and the people in it, so, in fact, this 
short period of 10 seconds will require 
profound changes in design architec-
ture as systems must evolve from “fail 
silent” to “fail degraded” or  even “fail 
 operational (Figure 1).”

The shift begins in 
development
While the vehicle infrastructure, hard-
ware, and software must all be engi-
neered to remain capable of working 
even in the event of a system error, in 
the initial transition towards autono-
mous driving emergency functions can 
have a rudimentary scope – for example, 
coming to a safe, slow stop with warning 

signal flashers. This “safe state” is ade-
quate in traffic jams, but in normal traffic 
the system would have to safely drive to 
the nearest emergency rest area or take 
the next exit and come to a safe stop.

Depending on the range of functions 
required in case of an error, many sub-
functions and associated sensors, actua-
tors, and software calculations must be 
involved. To be able to implement func-
tions with the availability and reliability 
required by autonomous driving, a mod-
ified system architecture is necessary. 

Control devices will still be classically 
developed for the time being, as the 
implementation of driver assistance 
functions is static and follows a speci-
fied pattern: import sensor data, calcu-
late control set point, control actuators. 

In the future, however, development 
teams will be forced to implement more 
and more solutions at the system level. 
Individual control devices will leave 
center stage and the entire system will 
take the spotlight as communication 
paths must be able to change and soft-
ware functions must be executed by 
other hardware in real time if the original 
executing hardware fails.  

The requirements for implementing 
the actual system-level assistance func-
tions, whose complexity in the net-
work with the sensors and actuators 
is also increasing, are becoming more 
and more rigorous. The need for high- 
performance processors that can exe-
cute complex calculations in real time 
is growing, and software elements must 
also meet strict safety requirements up 
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to automotive safety integrity level D 
(ASIL D), automotive’s highest software 
safety rating. 

In the optimal case, computer archi-
tectures leveraged by the automotive 
industry will be implemented in a way 
that makes functions hardware indepen-
dent so safety-critical software does not 
have to be specially tuned to run on the 
heterogeneous controller architectures 
that will act as execution platforms for 
driver assistance systems of the future. 
Ideally, developers will not need to know 
where and how their share of functions 
will be executed.

Modified system architecture
An example of such a platform is the 
NVIDIA DRIVE PX, which consists of two 
Tegra K1 processors as the performance 

controllers, an Infineon Aurix processor 
as the safety controller, and supports 
Elektrobit’s EB tresos software environ-
ment (Figure 2). EB tresos is based on a 
variant of the Automotive Open System 
Architecture (AUTOSAR) standard called 
the AUTOSAR Adaptive Platform, and 
forms the runtime environment for a 
dynamic operating system (in this case, 
Linux) on the Tegra processors. 

A framework for driver assistance appli-
cations developed by Elektrobit is the 
application that runs on this system. 
This framework implements modules for 
fusing sensor data, trajectory planning 
and control, and standard mechanisms 
for synchronizing and coordinating sev-
eral driver-assistance functions as part 
of a “situation-and-decision” module. 
The assistance functions that run in the 

framework, such 
as an automated 
parking function, 
rely on the safety 

mechanisms that the underlying EB 
tresos infrastructure makes available, so 
function management and compliance 
monitoring software, as well as error 
handling, run with freedom from interfer-
ence on the safety controller itself. This 
guarantees reliable operation, and also 
makes it possible to run software with 
a high ASIL rating on a control device 
at the same time as high-performance, 
non-safety-critical algorithms to create 
mixed-criticality systems. 

With dynamic software platforms such as 
the EB tresos environment on DRIVE PX, 
communication paths between the indi-
vidual functions are transparent and flex-
ible. Whether applications communicate 
with the environment on a control device 
using a classic AUTOSAR runtime or 
communication with random transmitters 
and recipients is dynamically established 
and disestablished via suitable software 
layers will be irrelevant for applications in 
the future. This communication flexibility 

A dynamic control device architecture guarantees the 
reliability of dedicated functional ranges.Figure 3

Software layers in combination with high-performance 
hardware platforms, such as NVIDIA DRIVE PX, are the basis 
of an integrated system approach.

Figure 2

  26 Embedded Computing Design  |  May 2016

Strategies From Connected Car to Autonomous Driving



enables redundancy mechanisms needed for “fail operational” systems, for example, 
by implementing hot standby functionality. A hot standby means that functions can be 
made redundant in additional hardware environments that are placed on standby and 
activated only if a function fails in the primary environment. These additional hardware 
environments dedicate resources such as CPU time and memory for the specific function, 
and therefore run in parallel. This results in rapid switching capability whereby sensor 
and actuator signals are dynamically rerouted based on where the function is being run.

Integrated development and a “total vehicle OS”
In a control device architecture that permits the described dynamic behavior, you can 
guarantee the availability of dedicated resources by intelligently connecting several of 
these control devices at the system level so that functions reliably execute indepen-
dently of what errors occur or which hardware fails (Figure 3). The challenge with this, 
however, is that it also demands a system-wide approach to software infrastructure in 
order to dynamically manage the entire system in real time. In such an implementation, 
information about the individual control devices, such as hardware status and runtime 
integrity, must be centralized to enable decisions on how to best reconfigure the system.

The need here becomes even more obvious if new technologies are added to the 
fail operational requirements, such as permanent, persistent connectivity between 
vehicles and their surrounding environments. An online connection like this would 
demand modification of the architecture to satisfy strict security requirements, as well 
as the provisioning of firewalls, access controls, and intrusion detection tools so that 
potential threats to safety-critical systems can be monitored and prevented. 

Many of these requirements can be fulfilled through a service-oriented architec-
ture (SOA) with central control and distribution mechanisms, but a new software 
infrastructure, a “total vehicle operating system,” will be needed to integrate all 
the dimensions of autonomous vehicles in the years to come. Implementing the 
hardware and software required by automated drive systems will be difficult using 
today’s development approach, since vehicles currently consist of “lone warrior” 
control devices that only communicate their local functions. Some of these devices 
are defined independently of each other, specified by different departments at car 
manufacturers, and developed by different suppliers. The software for these devices 
is based partially on standards such as AUTOSAR, but a universal platform is a solu-
tion of the future. 

The shift into software-defined vehicles
New players and various electric vehicle startups who view themselves as non-tra-
ditional vehicle manufacturers, as well as major IT providers, have the advantage of 
launching new structural development processes for emerging system areas such 
as driver assistance. As a result, they will be in the position to accelerate change 
in vehicle system architectures, prompting car manufacturers, Tier 1 suppliers, and 
software developers to change practices over time. This is the only way to design a 
completely new system architecture that paves the way for software-defined vehicle 
infrastructure platforms of the future.

Bjorn Giesler is Head of Driver Assistance at Elektrobit.
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ATP, Industry Leading 
NAND Flash Storage for 
Automotive Solutions

TEL +1-408-732-5000      
FAX +1-408-732-5055
sales@atpinc.com       
www.atpinc.com

Industrial Temperature
>> -45�C to +85�C

Robustness and Reliability
>> System-in-Package (SiP) 
>> ATP Developed Tester 

Extreme Durability
>> Number of Insertions: 20,000

Data Integrity
>> ATP AutoRefresh

ATP S.M.A.R.T. / SD Life 
Monitor
>> Monitoring Software

ATP Electronics, Inc

Industrial TemperatureLife Monitor PowerProtector AutoRefresh Secure Erase
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IoT transforms police cars into 
mobile police stations
Ficosa has integrated sensors, 3G/4G connectivity, and image 
processing capabilities into police cars that enable new automation 
and information sharing capabilities for law enforcement. The 
solution includes a ruggedized touch screen laptop with 3G/4G 
connectivity that allows the car to send and receive images and 
videos in real-time between the car and police station. There are 
three surveillance cameras able to record activity and allow agents 
to generate alerts. Automatic license plate readers equipped on 
the car allow policemen to detect stolen cars or identify people on 
suspect lists. The Connected Police Car pilot project currently has 
seven cars in Madrid, Zaragoza, and Valencia, Spain.

Optical sensors improve SNR in 
human-machine communications
To augment stagnant signal-to-noise ratios (SNR), speech 
enhancement company VocalZoom has developed optical human-to-
machine communications (HMC) sensors that extract facial vibrations, 
which can be converted to a clean, machine-readable audio source 
signal devoid of background noise. When combined with traditional 
acoustic microphones, the result is a virtually noise-free signal. 
Obvious application areas for the HMC sensors include mobile 
handsets and wearables, home automation, and automotive, with not 
so obvious ones including access control (speaker recognition) and 
preventative maintenance enabled by low-level vibration detection 
used for precision velocity and distance measurements. Full-scale 
HMC sensor production begins in Q3 2016. Hear the difference for 
yourself at vocalzoom.com. VocalZoom 

vocalzoom.com 
embedded-computing.com/p373506

Ficosa 
ficosa.com 
embedded-computing.com/p373507

IoT gateway kit accelerates, 
simplifies deployment
Advantech’s IoT Gateway Starter Kit combines cost-effective and 
high-performance ARM appliance technology, base software for 
application development, and integration with the Microsoft Azure/
Advantech WISE-PaaS cloud environments for fast prototyping, 
application development, and end-to-end deployment of a variety 
IoT services for both residential and industrial applications. The kit 
combines building blocks for sensors and connected devices for 
fast embedded deployment. The starter kit also includes MQTT for 
unifying different protocols into one IoT communications standard. 
The gateway is an Intel Celeron J1900 SoC and has passed the 
Microsoft Azure Certification IoT program. The Advantech WISE-PaaS 
Pro enables remote monitoring, system management, and analytics 
capabilities critical to IoT success. To complete the design-in 
services, there is a security software development kit (SDK), 
100+ RESTful APIs, Node-RED logic editor, and documentation.

Advantech 
iotgateway.advantech.com 
embedded-computing.com/p373509

 Editor’s Choice
embedded-computing.com/editors-choice
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An education at the intersection 
of IoT and embedded

Embedded TechCon moves to Austin 
this year on June 7th and 8th, and, 
just like last year, the program consists 
of 20 hands-on classes that are designed 
to be immediately actionable. In other 
words, lessons learned during the two 
days of Embedded TechCon – and in 
some cases actual hardware and soft-
ware – can be taken back to the lab and 
implemented into designs immediately. 
The motto here is “Everything practical, 
nothing theoretical.” And we by live it.

The conference will feature a Keynote 
Address each day. First, Joyce Mullen, 
VP and GM of Dell OEM Solutions, will 
share Dell’s pragmatic approach towards 
making the Internet of Things a reality 
today. Citing specific examples and 
case studies, Joyce will share insights 
on architecting for analytics, the need 
to put security first, and importance of 
choice and flexibility.

The Keynote Address on Day 2 focuses 
two areas that designers can’t seem to 
get enough information about – the 
ARM architecture and security – by 
highlighting ARM TrustZone. Rhonda 
Dirvin, ARM’s Director of IoT Verticals, 
will explore key details of how ARM can 
be the start of a secure solution, but 
that’s just the tip of the iceberg. She’ll 
go into the tradeoffs to consider and 
the various approaches that are avail-
able when designing secure systems 
around ARM IP.

Beyond the two keynotes, this year’s 
program continues with progressive ses-
sions on pre-silicon software develop-
ment, IoT operating system tradeoffs, 
system architectures for big data acqui-
sition and machine learning, and a host 
of other workshops tuned for embedded 
and IoT developers. In particular, a track 
dedicated to heterogeneous computing 
will address memory architectures; pro-
gramming models; and best practices 
for designers working with multiple, 
dissimilar processors; and a concluding 
panel session comprised of technical 
leaders from the HSA Foundation  
(Paul Blinzer, Fellow at AMD and System 
Architecture Work Group Chair at the 
HSA Foundation), Khronos Group 
(Neil Trevett, Vice President of Mobile 
Ecosystems at NVIDIA and President of 
the Khronos Group), and AMD (Amey 
Deosthali, Director of Embedded Imaging 
at AMD) will give attendees the oppor-
tunity to follow up with any application- 
specific questions they may have. 

In terms of hardware and software give-
aways, Renesas will be distributing its 
Synergy SK-S7G2 Starter Kit, which is 
aimed at systems featuring Ethernet, 
USB, CAN, or a wireless medium such as  
Bluetooth Low Energy. That’s accompanied  
by two hours of training on how to deploy 
the Renesas Synergy Software Platform (as  
well as the ThreadX real-time operating 
system that comes  bundled as part of the 
kit’s Synergy Software Package (SSP)).

A class led by two Avnet technical 
experts will teach you how low-cost 
Microsemi SmartFusion2 development 
boards equipped with powerful FPGA 
SoCs and a simple web dashboard can 
be used to prototype advanced man-
agement for IoT systems. At the conclu-
sion of the class, ten attendees will be 
chosen to take a kit home with them.

As you can see, the schedule is jam-
packed with invaluable information, 
from the Keynote Addresses to hands-on 
workshops, tutorials, panel sessions, and 
so on. The show is also co-located with 
the Design Automation Conference, 
so Embedded TechCon attendees also 
have full access to the DAC show floor 
and proceedings for those interested in 
the world of IP and chip design.

Early Bird Registration for Embedded 
TechCon ends May 17th, which can save 
you a few bucks, too (Full Conference 
Pass – $395; One-Day Pass – $245; 
Academia – $99). 

We’ll see you in Austin.

Rich Nass, Co-Chair,  
Embedded TechCon 2016 
rnass@opensystemsmedia.com 
î
Brandon Lewis, Co-Chair,  
Embedded TechCon 2016 
blewis@opensystemsmedia.com
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http://embeddedtechcon.com/
http://www.dell.com/en-us/work/learn/oem-industry-solutions
http://www.arm.com/products/processors/technologies/trustzone/
http://embeddedtechcon.com/schedule.php
http://embeddedtechcon.com/schedule.php
http://embeddedtechcon.com/schedule.php
http://embeddedtechcon.com/schedule.php
http://embeddedtechcon.com/schedule.php
http://embeddedtechcon.com/schedule.php
http://embeddedtechcon.com/schedule.php
http://www.hsafoundation.com/
https://www.khronos.org/
http://www.nvidia.com/page/home.html
http://www.amd.com/en-us
http://am.renesas.com/
http://am.renesas.com/products/tools/introductory_evaluation_tools/renesas_starter_kits/sk_s7g2/index.jsp
http://am.renesas.com/products/embedded_systems_platform/synergy/software/index.jsp
http://rtos.com/products/threadx/
http://www.avnet.com/en-us/Pages/default.aspx
http://www.microsemi.com/products/fpga-soc/design-resources/dev-kits/smartfusion2/smartfusion2-development-kit
http://www.microsemi.com/products/fpga-soc/design-resources/dev-kits/smartfusion2/smartfusion2-development-kit
https://dac.com/
https://reg.mpassociates.com/reglive/PromoCode.aspx?confid=210
mailto:rnass@opensystemsmedia.com
mailto:blewis@opensystemsmedia.com


#embeddedtechcon | embeddedtechcon.com

JUNE 7-8 2016
Austin Convention Center
Austin, TX

Powered by

embedded-computing.com

Everything Practical,
Nothing Theoretical.

Event Platinum Sponsor

Also Sponsored By

Participants
Zeidman Technologies, Feabhas, Khronos Group, ARM, Avnet, MicroEJ, SparkCognition, IBM, IntervalZero, Kingstar, Intersil, 
Sendyne, LDRA, HSA Foundation, National Instruments

Media Sponsors
Embedded Computing Design, IoT Design, All About Circuits

Program.indd   1 5/9/16   4:48 PM



www.dspace.com

Innovative Driver Assistance Systems – 
On the Road to Autonomous Driving

The idea of self-driving vehicles o�ers great potential for innovation. 

But the development e�ort has to stay manageable despite the increasing 

complexity. And it can: With a well-coordinated tool chain for function 

development, virtual validation and hardware-in-the-loop simulation, 

in which perfectly matched tools interact smoothly throughout all the 

development steps. Whether you’re integrating environment sensors or 

V2X communication, modeling vehicles and traffi c scenarios, or running 

virtual test drives.

Get your autonomous driving functions on the road – safely!  
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