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Kevin Darrah  
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Kevin Darrah is a Senior Embedded Systems Consultant for 
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Since graduating from Cleveland State University in 2010 with 
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channel designed to encourage the curious, the serious, and 
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with a degree in Computer Science, earned a Masters in 
Engineering Management from Old Dominion University, 
and is a Department of Energy certified nuclear engineer.
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Yannick Moy is a Senior Software Engineer at AdaCore 
where he works on software source code analyzers 
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or at verifying safety/security properties. Yannick led the 
three-year project Hi-Lite leading to the new version of 
SPARK known as SPARK 2014, a product he proudly 
presents in articles, conferences, classes, and blogs 
(in particular www.spark-2014.org). Yannick previously 
worked on source code analyzers for PolySpace (now 
The MathWorks) and at Université Paris-Sud.
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Maria Eugenia Zuñiga is a Co-founder of Systems-Compliance-
Engineering.com and Vehicle Software Quality Engineer for Quantum 
Technologies, Inc. Maria has more than 15 years of experience as a 
Software Architect, developer, and processes implementer. Her strong 
analytical and creative problem skills have enabled her engineering 
teams to focus on their development tasks while automated processes 
help prove compliance without adding administrative burden. Her 
accomplishments include a flawless launch for first time in 30 years in 
a Cluster dashboard design, managing multicultural teams, automo-
tive process compliance in less than 6 months, and company startups.
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 Choosing 
the right 
operating 
system

By Rory Dear, Technical Contributor rdear@opensystemsmedia.com

It’s important to choose the right OS, not only on functionality, but also 

“cost of ownership”.

Selecting the right operating system 
can have a hugely positive or negative 
impact upon the success of your project 
and can be a minefield. Ascertaining 
sufficient knowledge of what options 
are available to be able to make that 
decision can be a steep learning curve, 
particularly if that conclusion is one 
that must be made by the relatively 
uninitiated.

Microsoft would have you believe they 
have the perfect operating system for 
every embedded application. Others 
would vehemently disagree that not 
one of Microsoft’s offerings is even close 
to what they’d deem “embedded” – 
though of course that latter term is open 
to wide interpretation. 

Some would consider “embedded” 
transparently to dictate any plat-
form that’s embedded inside a larger 
machine. I couldn’t believe my eyes 
recently when, for the first time, I 
saw the inside of a mobile ATM and 
there sat an old, creaky desktop PC, 
responsible for handling hundreds of 
thousands in cash; is this technically 
embedded?

Those who historically consider them-
selves embedded developers would 
postulate true “embedded” lies at the 
other end of the scale, where a strictly 
single-purpose system is adhered to in 
all aspects of the design, not purely by 
the front-end software.

In fairness to the ATM’s bizarre desktop 
hardware, thankfully it was employing 
XP Embedded, rather than the enter-
prise version! Though many struggle to 
make the correct decision.

The functionality “tick box” exercise 
is of course where to start; naturally if 
an OS doesn’t support your functional 
requirements then it’s out of the frame 
immediately, but the refinement should 
continue much further beyond this.

The consequences of failure is a key con-
sideration to consider when selecting an 
OS – what could cause such a failure and 
what steps does the OS take to protect 
against it? For example, few embedded 
applications would involve someone 
cleanly shutting down, which rules out 
most Microsoft enterprise options, or at 
least should!

Beyond simplification – less that can go 
wrong – more embedded applications 
often employ read-only partitions for the 
OS storage, or run entirely from RAM; 
thus even in the very worst case scenario 
the system can be reset to default simply 
through a reboot. Though perhaps the 
application is so mission critical that even 
that possibility just isn’t acceptable – this 
is where the specifically “high reliability” 
platforms really come into their own.

Real-time operating systems (RTOSs) 
such as QNX and ThreadX have been 
utilized in mission critical applications 

for decades – rail, automotive, and 
medical applications to name but 
a few. Whilst their value cannot be 
denied, I’ve seen outlandish sugges-
tions of its utilization within the polar 
opposite of mission critical scenarios; a 
recent example was a theatre Panel PC 
designed to show people to their seats 
and literally a single unit was required. 
Of course the term “high reliability” 
is perceived as important to all, but 
it’s equally important to remember it’s 
always relative.

This brings me nicely onto my next point: 
quantity. Such RTOSs often involve sig-
nificant upfront costs, rarely a concern 
on the projects they are designed for as 
they typically run into tens or hundreds 
of thousands of units. You could argue 
Linux also falls into this category, not 
because of up front software cost, but 
involved software development effort – 
which is cost in itself.

Actually, it’s easy to argue when looking 
at the total cost of ownership over the 
production quantity, that sometimes the 
enterprise option actually is the most 
suitable. Yes it can be difficult to accept 
a license fee of nearly $200 within a unit 
cost, but pit this against the $1,000 cost 
of an embedded MS toolkit, or hours of 
development on a license-free OS for 
a small quantity of units. The financial 
implications are obvious.

This simplistic equation of development 
cost + license cost per unit x produc-
tion quantities is incredibly important, 
though strangely isn’t always consid-
ered. It naturally correlates that those 
with the largest upfront costs/effort are 
suited to higher quantity projects, where 
that cost is easily amortized across the 
production units. 

This is never black and white, though. 
Companies offering pre-installed 
embedded OSs (thus removing the 
development tool cost) and those with in-
house license-free OS expertise may not 
consider such development a real cost.

Just don’t take that decision lightly...

TRACKING TRENDS 
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 UWB is back for IoT 
location-based services
By Brandon Lewis, Assistant Managing Editor blewis@opensystemsmedia.com

The last I remember of ultra-wideband 
(UWB) technology was a few years back 
when Tzero Technologies followed fellow 
UWB champions WiQuest and Focus 
Enhancements into the netherworld. At 
that time, the once-heralded wireless 
personal area network (WPAN) tech-
nology regarded as a high-throughput 
Bluetooth replacement for consumer 
peripherals and solution for wirelessly 
moving HD video between TVs and set-
top boxes had been caught in the middle 
of a standardization scuffle involving 
Freescale, Intel, Texas Instruments, and 
others, which eventually led to the dis-
solution of the IEEE 802.15.3a UWB task 
group. Meanwhile, subpar performance 
metrics were leaving significant discrep-
ancies between UWB’s theoretical and 
real-world data transfer speeds, and still-
fledgling volumes were yielding inflated 
unit prices that limited the technology’s 
adoption in the low-margin retail elec-
tronics space. Within a few months the 
vendor ecosystem went from “consoli-
dating” to vacant, and I wrote UWB off 
with the likes of Windows Vista. 

So imagine my surprise when UWB 
popped up as an Internet of Things (IoT) 
solution.

Welcome back, UWB
As I previously mentioned, the UWB of 
old was based on the IEEE 802.15.3a 
standard. Today UWB is back, but this 
time under the IEEE 802.15.4a banner, 
which adds a new PHY layer using 
Direct Sequence UWB that occupies 
three designated frequency ranges: 
3-5 GHz, 6-10 GHz, and sub-1 GHz. 
While the 802.15.4a rendition doesn’t 
yet have the same peripheral intercon-
nect or video transmission aspirations 
of its predecessor, it does provide an 
intriguing play for IoT location-based 
services (LBS) such as asset tracking 

and fleet/inventory management. And, 
though entering these applications 
markets once again pit UWB against 
Bluetooth – as well as Wi-Fi and ZigBee –  
UWB has incorporated new improve-
ments on top of its original advantages 
to make for an attractive option.

Precision accuracy
First, although UWB data rates are still 
nowhere near the next-generation theo-
retical transmission speeds that excited 
the electronics community several years 
ago (480 Megabits per second (Mbps)), 
the technology can currently provide 
throughputs of around 6.8 Mbps, which 
is comparable to other solutions in its 
class. However, the major benefit to per-
sist over the life of UWB technology is 
highly accurate impulse response. 

Unlike the other connectivity solutions 
in its class that were developed solely 
for communications, UWB was originally 
designed for radar systems, and therefore 
operates by generating very short, narrow 
pulses. As a result, the time of flight of RF 
signals through the air can be measured 
with extreme precision. This provides 
obvious benefits for LBS applications as 
repeated short pulses enable precision 
geolocation down to the tens of centi-
meters (particularly indoors), whereas 
competing technologies are often limited 
to proximities of 5-10 m or more. This 
level of accuracy also positions UWB as a 
secure alternative for wireless car key fobs 
or NFC-enabled credit cards and mobile 
devices that are subject to relay attacks, 
as systems could be equipped to verify 
the source and destination of a signal by 
measuring the distance between two RF 
nodes. In addition, because data com-
munication is conducted through very 
short bursts, power consumption can be 
measured in energy per bit, which is 5-7x 
lower than that of ZigBee.

The second advantage of UWB tech-
nology relates to interference, or lack 
thereof. In a UWB system, each pulse 
generated consumes the entirety of the 
UWB band, keeping multipath interfer-
ence to a minimum. Equally as impor-
tant is the fact that more than a decade 
ago the FCC authorized the use of UWB 
in the 3.1-10.6 GHz range. Since then 
the 5 GHz range has been allocated 
for forms of Wi-Fi, but the remaining 
amount of UWB spectrum means that on 
the one hand there won’t be a shortage 
any time soon, and on the other that 
UWB devices do not have to compete in 
the crowded 2.4 GHz band. This is espe-
cially significant for indoor LBS, where 
the cacophony of Bluetooth, ZigBee, 
Wi-Fi, phones, and even microwave 
ovens in the 2.4 GHz range can nega-
tively impact performance.

While UWB technology suffered from 
low-volume price points when it was ini-
tially brought to market, it also struggled 
to compete in the marketplace because 
few solutions were available using tra-
ditional CMOS technology. Since then, 
however, companies such as DecaWave 
have integrated the technology onto 
standard 90 nm CMOS die from Taiwan 
Semiconductor Manufacturing Company 
(TSMC), reducing prices from a peak 
of around $15 per chip to about $2.70  
currently, according to the company’s 
website. With volumes ramping up, 
DecaWave executives expect that UWB 
pricing will be on par with Bluetooth soon.

IoT blast(s) from the past
Because of the broad picture the IoT 
paints, it allows technologies to be rein-
troduced, repurposed, and even res-
urrected. That said and in light of this 
research on UWB, maybe I’ll think twice 
next time before I write a technology off 
as extinct.   

 IoT INSIDER

  8 Embedded Computing Design  |  November 2014

mailto:blewis%40opensystemsmedia.com%20?subject=


Getting the Raspberry 
Pi RTOS-ready for 
embedded systems

By Monique DeVoe, Managing Editor mdevoe@opensystemsmedia.com

DIY platforms are quickly developing 
for all sorts of applications. From fun 
projects for kids just catching the 
engineering bug to serious, advanced 
projects, there should be at least one 
board that fits your needs. And makers 
are finding ways to expand the func-
tionality of popular platforms like 
BeagleBone Black and Raspberry Pi 
all the time; embedded developers, 
too, are discovering how they can 
stretch the application possibilities 
of simple, but increasingly powerful, 
maker boards. 

Porting an RTOS for the Pi
Pebble Bay (www.pebblebay.com) 
Co-founder and Technical Director 
John Efstathiades caught my attention 
recently with a project to see how he 
could implement an RTOS like VxWorks 
on a Raspberry Pi. He says the Pi was 
an interesting target platform in part 
because of its architectural design.

“I started thinking about running 
VxWorks on the Pi after writing 
drivers for the Synopsys USB 2.0 OTG 
controller on a customer project,” 
Efstathiades says. “This is the same 
USB controller that is used on the Pi, so 
I started putting together a list of all the 
components I would need if I actually 
wanted to do this and what the steps 
would be.”

There are a few RTOS and kernel ports 
already out there for the Raspberry Pi, 
such as FreeRTOS and ChibiOS/RT, but 
Efstathiades takes a different approach 
with his work, using RTOSs with a 
memory management unit (MMU) to 
provide virtual addressing. 

“The ARM1176 in the Broadcom SoC at 
the heart of the Pi is a classic 32-bit ARM 
processor with an MMU and cache, which 
makes it suitable to run the type of RTOS 
I am interested in,” Efstathiades says. 

Like with any new project, challenges 
arose, in this case with the way the Pi 
implements Ethernet – an external MAC 
is required as the Broadcom SoC doesn’t 
have an integrated Ethernet MAC.

“On the Raspberry Pi B model this 
is provided by LAN9512 USB to an 
Ethernet controller, which also provides 
the USB host ports,” Efstathiades says. 
“This means that to have networking 
you need a USB host stack with a suit-
able class driver. As I have the USB 
covered, all I would need to do is write 
the Ethernet driver. Not trivial, but I’ve 
written network drives before so it’s a 
tractable problem.”

A Pi for commercial/industrial 
applications
The Raspberry Pi B model isn’t aimed 
at commercial/industrial applications, 
but the Raspberry Pi Foundation (www.
raspberrypi.org) launched the Raspberry 
Pi Compute Module in 2014, which 
could open Pis up to more possibilities. 
Efstathiades says the SODIMM form 
factor used in the Compute Module 
also makes it a good fit for integration 
into embedded systems, and familiar for 
ease of use by embedded designers.

“The Compute Module opens out the 
processor I/O, which means you can 
use both the on-chip UARTs and use 
standard JTAG tools for development,” 
Efstathiades says. “Availability of good 
development tools is (or should be) an 

important factor in deciding how to build 
a system.”

The presence of onboard flash on this 
model for non-volatile storage removes 
the SD card booting that limits other Pi 
models from being acceptable in some 
applications. 

So while the Raspberry Pi’s limitations 
may not make it the best option for 
implementing an RTOS and using it as an 
embedded system platform, changes in 
the Compute Module could make it more 
attractive for future embedded projects.

See the Raspberry Pi Compute 
Module in action in a video from 
the Raspberry Pi Foundation. 

DIY and embedded making
Though not actively involved in the 
maker community, Efstathiades is 
impressed by what he has seen.

“It is amazing what some people have 
been able to build using a Pi and their 
imagination,” Efstathiades says. “Good 
embedded engineers are always looking 
for new and better ways for solving tricky 
problems or dealing with tight resource 
constraints. So ingenuity and persever-
ance are qualities that are valuable in 
both communities.”

Efstathiades hasn’t gotten VxWorks 
functional on the Raspberry Pi, but 
maybe with this start a fellow embedded 
maker will take the next step.   

See the details of John’s project: 
www.pebblebay.com/raspberry-pi-
embedded

 DIY CORNER
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Putting 
automotive  
engine 
control on the 
multicore road
By Monique DeVoe, Managing Editor 
mdevoe@opensystemsmedia.com

Multicore adoption is the key for many high-performance and 
low-power computing applications to meet the ever-increasing 
market and user demands. But the associated migration chal-
lenges, if not properly accounted for, can derail the perfor-
mance and power gains and seriously jeopardize safety-critical 
systems with buggy implementation. Arizona State University 
School of Computing and Informatics Professor Yann-Hang 
Lee is involved in research to develop tools to make multicore 
integration smoother, particularly with increasingly high-perfor-
mance automotive systems that are aimed to migrate to multi-
core architectures.

“The most challenging part of multicore development is you 
have to divide the original task, and you have to provide the 
proper coordination among the subtasks that are running on a 
multicore architecture,” Lee says. “So far most software devel-
opment basically assumes you have one processor running, and 
so your software design tool, software development tool, your 
mentality, all those things have to change to adopt multicore.”

Part of Lee’s research through ASU’s Center for Embedded 
Systems (CES) involves creating a tool to optimize paralleliza-
tion in a multicore implementation of an automotive engine 
control system. Automotive companies are thinking about 
adopting multicore, Lee says, to take advantage of the next 
generation of processors and to gain higher performance 
for better engine control. The higher performance available 
through a multicore architecture can affect engine perfor-
mance, ride comfort, and potentially even fuel savings, but an 
engine control system’s critical timing must transfer accurately 
to a multicore architecture.

“Engine control is time critical,” Lee says. “In other words, by a 
certain time you need to provide the output, which is a design 
constraint. When we split the job to run it on a multicore archi-
tecture we also have to make sure the output will be computed 
within the deadline.”

Additionally, automotive sequential legacy code isn’t automati-
cally parallelizable, so strategies must be studied to migrate 
engine control systems from single-core to multicore processors.

This project uses a model-based development approach; the 
computation starts with a high-level model and Lee, Assistant 
Professor Georgios Fainekos, and their research team look at how 
the computation is broken down into parallel units, and check 
how the tasks are given to the cores and the timing of communi-
cation to understand the behavior. From this they are developing 
a program to generate appropriate behavior automatically.

“We try to understand the program behavior and generate a 
program based on the model,” Lee says. “Then we do core 
generation and follow up verification to make sure the execu-
tion is finished before the deadline.”

To date, Lee’s team has developed a platform for multicore 
program execution, and they can use a Simulink model to auto-
matically generate a core running the platform (Figure 1).

“This platform has a real-time operating system (RTOS) to sup-
port the communication and synchronization between multiple 
cores, and we can look into the Simulink model to generate a 
proper synchronization and communication mechanism to sup-
port the inter-core communication as well as the communica-
tion within each core,” Lee says. “We have a running prototype 
to facilitate program execution, model-based core generation, 
and execution in a multicore architecture.”

The goal is for CES member companies to get insight into 
efficient design methodologies and programming approaches 
for embedded control algorithm parallelization. Lee’s team 
is continuing to analyze and optimize the model as well as 
building a model to verify schedulability, or to make sure 
the task will be completed before its deadline in the worst 
possible case.   
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Switching automotive engine control systems from a single core 
architecture to a multicore architecture creates performance 
benefits and integration challenges.

Figure 1
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The art and science of  
RF and mixed-signal design
By Alessandro Piovaccari

Over the past few decades, mixed-signal integrated 

circuit (IC) design has been one of the most exciting 

and technically challenging segments of the 

semiconductor industry. Despite all of the advances 

that have occurred in the semiconductor industry 

over that time span, the one constant need is still 

to ensure the analog world we live in interacts 

seamlessly with the digital world of computing, 

a requirement especially driven by the current 

pervasive mobile environment and the rapidly 

emerging Internet of Things (IoT) “re-evolution.”

Digital and memory ICs constitute about two-thirds of today’s 
roughly $320 billion global semiconductor market. These ICs 
are driven by Moore’s Law and cutting-edge CMOS process 
technology, which reduces the cost and increases the integra-
tion of semiconductor devices every year. Discrete and analog 
semiconductors account for approximately one-fifth of the 
global semiconductor market and are mainly served by older 
semiconductor process technologies as core analog compo-
nents are costly to manufacture in newer process nodes.

Mixed-signal ICs account for about one tenth of the global 
semiconductor market. This estimate depends on how you 
count a mixed-signal IC, which can be defined as a semicon-
ductor device that integrates significant analog and digital 
functionality to provide an interface to the analog world. Prime 
examples of mixed-signal ICs include system-on-chip (SoC) 
devices; cellular, Wi-Fi, Bluetooth and wireless personal area 
network (WPAN) transceivers; GPS, TV, and AM/FM receivers; 
audio and video converters; advanced clock and oscillator 
devices; networking interfaces; and, more recently, low-rate 
WPAN (LR-WPAN) wireless MCUs. Highly integrated mixed-
signal IC solutions often supersede legacy technologies in 
established semiconductor markets when the required func-
tionality and analog performance can be achieved at lower cost 
than is possible with discrete or other analog approaches. Even 
more important, a high level of mixed-signal integration greatly 

simplifies the engineering required by system manufacturers, 
enabling them to focus on their core applications and get to 
market faster.

Designing mixed-signal ICs
Mixed-signal ICs are not easy to design and manufacture, 
especially if they include RF functionality. A large stand-
alone analog and discrete IC market exists because analog 
integration with digital ICs is not a simple, straightforward 
process. Analog and RF design has often been referred to 
as a “black art” because so much of it is done generally by 
trial and error and very often by intuition. However, modern 
mixed-signal design should always be considered more sci-
ence than alchemy. “Brute force” analog integration should 
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always be avoided, as trial and error is a very costly process 
in IC development. 

The real “art” in mixed-signal design must result from a 
deep understanding of how the underlying physical inter-
action phenomena manifests in complex systems combined 
with a robust and elegant design methodology founded on 
a digital-centric approach. The ideal approach unifies mixed-
signal design and digital signal processing and enables the 
integration of complex, highly sensitive and high-performance 
analog and digital circuits without the expected tradeoffs. The 
powerful capabilities of digital processing in fine-line digital 
CMOS processes can be used to calibrate and compensate 
for analog imperfections and mitigate unwanted interactions, 
thus improving the speed, precision, power consumption, and 
ultimately the cost and usability of the mixed-signal device.

Moore’s Law has been remarkably consistent for digital circuit 
design, doubling the number of transistors in a given area every 
two years, and it is still partially applicable in the era of deep sub-
micron technologies. However, this law does not generally apply 
as well to analog circuits, resulting in a significant lag in the adop-
tion of scaled technologies for analog ICs. It is not uncommon for 
analog devices to be still designed and manufactured on 180 nm 
technologies and above. The reality is that the scaling of the 
process technology only partially drives the area and power 

scaling in analog circuits and sometimes even becomes a design 
obstacle. Actually, analog scaling is more often driven by the 
minimization of unwanted effects (such as statistical device mis-
match or noise resulting from imperfections at materials inter-
faces), which is the result of quality improvements of the process 
itself. For this reason, mixed-signal designers prefer to rely on 
processes that are few steps behind the cutting edge of process 
technology, which can still improve device quality by relying on 
some of the latest technology advancements. In other words, the 
analog aspects of Moore’s Law fall behind the standard digital 
approach. The situation is more dynamic, and the digital/analog 
technology gap can be partially compensated if it is still worth 
the investment of the IC technology suppliers (Figure 1). 

The most suitable manufacturing process node for mixed-
signal IC design lags behind the bleeding edge of process 
technology, and the choice of nodes is a trade-off of several 
factors, which ultimately depends on the amount of analog 
and mixed-signal circuitry included in the device. More pre-
cisely, a more digital-centric mixed-signal design approach 
enables the designer to leverage more advanced process 
nodes in order to resolve one of the most challenging com-
mercial issues with analog circuit integration – the ability to 
integrate analog to reduce cost while increasing function-
ality. Design engineering teams at many leading semicon-
ductor companies are actively pushing the boundaries of 
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A digital-centric mixed-signal approach reduces the gap to the Moore’s Law limit.Figure 1



mixed-signal design and trying to address this challenge with 
novel solutions in which logic gates and switching elements 
are replacing amplifying and bulky passive devices.

The IoT and mixed-signal design
The Internet of Things aggregates networks of IoT nodes, i.e., 
very low-cost, intelligent and connected sensors and actua-
tors used for data collection and monitoring in myriad appli-
cations that improve energy efficiency, security, healthcare, 
environmental monitoring, industrial process controls, trans-
portation, and livability in general. IoT nodes are projected 
to reach 50 billion devices by 2020, and possibly reaching 
the one trillion threshold just few decades later. These astro-
nomic market numbers pose serious constraints in term of 
engineering, manufacturability, energy consumption, mainte-
nance, and ultimately the health of our environment. In addi-
tion to being available in extraordinarily high quantities, all 
of these IoT nodes must be very small, energy efficient, and 
secure, and they are generally not easily accessible to con-
sumers for maintenance. IoT nodes often must be required 
to operate with very small coin cell batteries for a decade or 
more, or possibly relying on energy scavenging techniques. 

These application requirements make the IoT node the ulti-
mate candidate for very advanced digital-centric mixed-signal 
design techniques. The ideal IoT node will require state-of-
the-art mixed-signal circuits to interface to sensors and 
actuators. They must include RF connectivity, use very power-
efficient wireless protocols and require minimal external com-
ponents. They also must include power converters to optimize 
power efficiency and cope with different battery chemistries 

or energy sources, all characteristics generally obtainable 
with more mature process nodes. At the same time, these 
IoT nodes will require moderately complex, ultra-low-power 
computing resources and memories to store and execute 
applications and network protocol software, which is better 
addressed with finer technologies. The current instantiation 
of such a paradigm is a mixed-signal IC that is widely known 
as a wireless MCU: an easy-to-use, small-footprint, energy-
efficient, and highly integrated connected computing device 
with sensing and actuating capabilities.

The proliferation of ultra-low-power wireless MCUs is critical 
to the advancement of the IoT. Wireless MCUs provide the 
brains, sensing and connectivity for IoT nodes, from wireless 
security sensors to digital lighting controls. The art and sci-
ence of mixed-signal design is the key enabler for the devel-
opment of next-generation wireless MCUs that bridge the 
analog, RF, and digital worlds and maximally leverage the 
power of Moore’s Law, without compromises in performance, 
cost, size, or power consumption.

Alessandro Piovaccari is Vice President of Engineering at 
Silicon Labs.

Silicon Labs 
 silabs.com 
 @siliconlabs 
 linkedin.com/company/silicon-labs  
 opsy.st/SiliconLabsGooglePlus 
 youtube.com/viralsilabs 

www.embedded-computing.com 13   

For more information: www.ces.ch

Headquartered in Geneva, Switzerland, CES - Creative Electronic Systems SA has been designing 
and manufacturing complex high-performance avionic, defense and communication boards, 
subsystems and complete systems for thirty years (such as ground and flight test computers, 
ground station subsystems, radar subsystems, mission computers, DAL A certified computers, 
video platforms, as well as test and support equipment). CES is involved in the most advanced 
aerospace and defense programs throughout Europe and the US, with a world wide sales 
presence.

Small Form Factor: Remote Interface Unit
CES RIU Rugged PCOTS offers the capability to acquire/process a 
typical set of Aircraft Digital/Analog signals which are then 
exchanged with a host remote Airborne Mission Computer over 
Classical Avionic Interfaces.

OpeOperating in standalone mode, RIU is the ideal solution for Health 
Monitoring, Sensor Acquisition or Data Concentrator in I/O distrib-
uted avionic systems.

Modular, Qualified and Safety Certifiable (DAL), RIU can be easily 
adapted to your specific needs.

Add processing capability
to your Sensors

Add processing capability

http://www.silabs.com
https://twitter.com/siliconlabs
http://www.linkedin.com/company/silicon-labs
http://opsy.st/SiliconLabsGooglePlus
http://www.youtube.com/viralsilabs
http://www.embedded-computing.com
http://www.ces.ch


Meeting the challenge 
of  communications in a 
connected world
By John Cantelmo

Greater integration can offer increased flexibility when designing multi-functional communication devices. 

Not too long ago, embedded technology was epitomized by point-solutions that were designed to perform a single or small 
number of functions as standalone devices. Even when the PC became prevalent, networks were closed systems intended to con-
nect just a few devices or locations. Today, ever fewer devices operate in isolation; connectivity has become so prevalent that even 
the smallest device is able to include a level of connectivity. It is, in fact, this concept that is fuelling the Internet of Things (IoT), 
M2M, and Industry 4.0, as well as the smart grid and building automation. 

Connectivity is now ubiquitous 
throughout every aspect of society, 
enabling greater mobility for both 
people and data, which is in turn 
empowering greater efficiencies in com-
merce and consumerism. But the rapid 
acceptance of connectivity isn’t without 
its challenges, not least of all in tackling 
the issue of support for legacy protocols 
while taking full advantage of the latest 
developments. 

Data drives connectivity
This seemingly insatiable appetite 
to connect “things” is a result of the 
value of data in all its forms. Along 
with the trends mentioned previously, 
which all have a significant impact on 
the embedded electronics industry, 
there is a larger overarching trend 
that, while perhaps not directly driving 
developments, is exerting its influence: 
Big Data. 

The concept of Big Data involves finding 
value in disparate datasets. This requires 
two things: lots of procession power and 
lots of data. The former is being pro-
vided by server farms and cloud-based 
processing services, while the latter 
is being generated by almost every 
activity that can be measured. 

Mixed Signal
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Getting this volume of data out of 
devices and in to the cloud requires 
connectivity; however, while there is a 
clearly adopted infrastructure for the 
networked world – that being Ethernet 
– the embedded sector is less unified. 
The need for Ethernet connectivity isn’t 
always obvious to embedded developers 
as, while costs continue to reduce, the 
expense of adding Ethernet isn’t zero, 
and therefore must be justifiable. Also 
the complexity of adding Ethernet to a 
resource-constrained embedded device 
can be significant, not least because of 
the added software burden. 

In addition to the need to transfer 
data, secure access to modern devices 
is becoming increasingly important for 
control, to support the IoT, M2M, and 
Industry 4.0; in this respect Ethernet 
in all its forms is rapidly becoming the 
standard. Being the backbone of the 
Internet, it brings wide area network 
(WAN) access to locally networked 
devices, allowing them to be accessed 
and controlled from anywhere. 

Embedded designer challenges 
Today’s board level engineers are chal-
lenged with supporting legacy con-
nectivity standards and supporting the 
growing need for newer connected 
technologies.

More often, some form of local con-
nectivity will be specified in the form 
of an industry-standard serial bus, such 
as RS232/485 CAN bus, etc. Most low-
cost microcontrollers (MCUs) offer this 
or some other form of UART or general 
purpose I/O (GPIO) that can be used for 
this purpose. However, GPIO is rarely 
used for data transfer to a wider net-
work, particularly within a non-industrial 
application. 

Increasingly, USB is being specified 
as a board-level interconnect within 
embedded devices; just as with GPIO 
or a simple serial bus, it offers greater 
flexibility, as well as a universally 
accepted standard. Furthermore, USB 
connectivity is increasingly simple to 
implement in low-cost MCUs; many 
manufacturers now offer a USB variant, 
further illustrating the trend towards 
connectivity in a wider range of equip-
ment that would have previously 
operated as stand-alone devices. But 

perhaps most significantly, the USB 
protocol allows for a single device to 
operate as a hub, thereby significantly 
extending the I/O capability of a USB-
enabled device. In this respect, USB 
offers a significantly more flexible solu-
tion to other, simpler serial interfaces, 
particularly when providing a “future 
proof” interface. 

One of the major benefits USB offers is 
the ability to implement a tiered hier-
archy, yet another is enabling a single 
controller to enumerate a number of 
devices. These, in turn, can be physical 
devices that offer a range of extended 
functionality, while the protocol affords 
those devices a level of autonomy and 
control over the host system. 

For example, using the USB protocol, 
an embedded system can be extended 
to include a level of functionality that 
far exceeds its original hardware speci-
fication, particularly when the software 
of that device is hosted on an MCU 
that has provision for field upgrades. 
Conceptually, this would allow a wide 
range of embedded devices equipped 

with a USB interface to become active 
members of a wider network, to the 
point of becoming accessible from any 
networked device. Providing this level 
of connectivity can be cost-prohibitive if 
it were to be designed-in, but by using 
USB as a gateway, it becomes both prac-
tical and affordable. 

Bridging barriers
Adding connectivity to an embedded 
device can be achieved by selecting 
a more powerful MCU that offers a 
plethora of interfaces. In some applica-
tions this will be the best option, but 
that number is likely to be limited, pri-
marily due to cost, size, or power bud-
gets. Furthermore, larger devices may 
introduce redundant GPIO that isn’t 
needed for a particular application, 
unnecessarily increasing system cost 
and system power. 

While, conceptually, USB offers the flex-
ibility to accommodate a range of inter-
face standards, in practice implementing 
those standards could still present chal-
lenges for such resource-limited plat-
forms. For example, while there are a 
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number of expansion ICs available that can effectively increase 
the number of GPIO a low-cost MCU offers, suitable for a wide 
range of control or monitoring applications, adding a high-
speed interface such as USB, or a network connection such as 
Ethernet could rapidly increase the number of discrete ICs sig-
nificantly, far beyond the space and/or cost budget. 

In high-volume applications a bespoke ASIC can be devel-
oped that integrates a range of interface standards. Such 
an ASIC could be designed to be low power and physically 
small, however, the NRE costs of ASIC design would prohibit 
this approach in all but the highest volumes. The practical 
alternative to ASIC development is the use of an application-
specific standard part (ASSP) – effectively a device dedicated 
to a particular function. Typical port expanders may be con-
sidered to be ASSPs, however, historically no semiconductor 
manufacturer has developed a single ASSP that targets a 
wide range of communication standards, forcing OEMs to 
choose either a high-end MCU, an FPGA, or several ASSPs. 

By exploiting the strengths of USB, an ASSP has been developed 
that integrates I2C, UART, and Ethernet interfaces, as well as 
flexible GPIO. All functions are enumerated as USB endpoints 
and can be controlled using standard USB drivers embedded in 
the host MCU’s firmware. Using either standard USB commands, 
class-specific commands, or specific Exar commands allows full 
control over the communication peripherals, which can in turn be 
configured using dedicated registers. On-chip OTP memory also 

allows OEMs to modify features such as vendor ID and vendor 
string, and each device has a uniquely assigned Ethernet MAC 
address. The functional block diagram is shown in Figure 1.

The ability to add a wide range of communication interfaces 
to an embedded design using one low-cost device could pro-
vide OEMs with an answer to the design problem of adding 
flexibility to resource-constrained applications. 

The need for more flexible communication options is growing 
within the embedded sector, as more vendors realise the 
value of connectivity. The problem they face is choosing the 
right communication interface, but that needn’t be the case. 
Through higher integration and innovative design, OEMs can 
effectively future-proof today’s designs to offer – through 
software upgrades if necessary – greater levels of connec-
tivity “on demand.” Ethernet is increasingly driving the con-
nectivity revolution and it is now easier than ever before to 
integrate it and many other communication standards in to 
small, resource-constrained embedded devices. 

John Cantelmo is VP of Connectivity Products  
at Exar Corporation.
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Exar’s XR2280x family of USB to Ethernet and UART Bridge devices solves the multi-format communications challenge posed by today’s connected world.Figure 1
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Digital inspiration meets 
musical creativity
By Curt Schwaderer, Editorial Director cschwaderer@opensystemsmedia.com

I consider myself a musician and a technologist. I don’t think I’m an 

exception. In my travels, I’ve met a number of technologists who are 

also musicians. Maybe it’s the mathematical link between music and 

technology. Perhaps the creativity involved in music and technological 

innovation is similar. Both disciplines involve a unique mix of creativity, 

parallel thinking, and imagination.

In 1983 the music instrument digital inter-
face (MIDI) specification was released 
and the fusion between music and com-
puter technology was formalized. From 
that point, embedded systems tech-
nology has proliferated through every 
aspect of the music industry.

As a person whose technical skills out-
weigh his musical talent, my tendency 
has been to explore the technology 
behind music starting from a technolo-
gist’s perspective. I got the opportunity 
to talk with Paul Micich of the band 
WORLD PORT (worldportband.com) 
about the impact of technology on music 
from the musician’s perspective and his 
band’s unique utilization of technology 
that introduces a compelling twist on tra-
ditional music styles.

New technology for musicians
The MIDI specification enables common 
interfaces between music-oriented 
embedded systems. The first instruments 
to make use of MIDI were keyboards, 

synthesizers, and guitars. Today, instru-
mentalists have the ability to take advan-
tage of a new generation of MIDI devices 
that use fingerings common to their 
native instruments using MIDI controllers 
commonly named electronic wind instru-
ments (EWIs). One such example is the 
Akai EWI4000S (Figure 1).

These controllers provide the fingerings 
familiar to flute, sax, and trumpet players, 
lending technical familiarity; the keys are 
simply open circuits. By putting your fin-
gers on a combination of keys, this closes 
the circuits to produce a specific pitch. 
The EWI also has a mouthpiece with a 
membrane that provides a new dimen-
sion of sound control – as the musician 
blows into the mouthpiece, changes in 
pressure feed into the instrument, which 
enables articulation, attacks, and decays 
on notes to be controlled by the musi-
cian. This new dimension of control opens 
a whole new world of sounds and musical 
interpretation and brings music tech-
nology closer to acoustic instruments.

A musician and his technology 
evolution
Micich started his musical career as a 
trumpet player. His obsessive personality 
and passion for music led him to prac-
tice the trumpet for up to eight hours 
at a time! He soon found that there are 
physical demands and limitations. Much 
like weightlifters, the muscles involved in 
playing the trumpet need time to rest. In 
college he picked up the flute, but the 
same limitations still exist as they both 
require the tightening of mouth muscles 
that tire and require rest. 

While living in Nashville, Micich came 
across Nyle Steiner and his MIDI elec-
tronic valve instrument (EVI) (Figure 2). 
EVIs just require air pressure, so those 
tired muscles used in analog instruments 
don’t limit playing time.

MIDI was just taking hold in Nashville 
when he contacted Steiner and got an 
early version of the EVI. The digital sound 
within these instruments is comprised of 
two oscillators similar to what you would 
find in today’s musical greeting cards. 
As Micich got familiar with the EVI, he 
found that over a fairly short period of 
time the instrument would drift in pitch. 
Further, in order to play it, the musician 
had to program it. There are hundreds 
of variables used to change and emulate 
various sounds. This made the instru-
ment impractical for performance use 
until Akai came out with their EVI.

The Akai EVI uses a sampling synthesizer 
– a snapshot of high quality audio sound 
that the equipment can take and vary the 
pitch to produce all the notes. Akai came 
out with a manual that attempted to 
document these hundreds of variables.  

Code Analysis Tools
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Micich described reading and using it 
“like Photoshop on steroids!” To add 
complication, each manufacturer had 
its own controls for programming. The 
exponential growth in programming 
parameters led Micich to consider how 
he could limit the number. Over time he 
started to use a physical modeling syn-
thesizer. This approach had a more direct 
language that mirrors the way a musician 
thinks about playing an acoustic instru-
ment – breathiness, for example, among 
other expressive qualities.

Micich uses a MIDI mixer to control the 
variables and program in the sounds. 
The MIDI mixer gave him a toehold in 
the technology. Then he began to find 
shortcuts and experiment as he got 
more proficient. As he became more 
familiar with the technology, he was able 
to make the sounds much closer to their 
acoustic counterparts. The ability to 
start and decay volumes and the tamber 
among the other myriad of parameters 
opened up the opportunity to create 
music with the right sound using digital 
technology. Micich thinks of sounds like 
a language or dialect. He emulates the 
instrument and controls pitch, vibrato, 
and expression through the EVI con-
troller, opening up vast amounts of 
freedom in his musicianship.

Sounds are the palette of 
musical creation
To provide some context around the 
depth of thought that goes into Micich’s 
sound with the EVI, he says he has 
spent 20 years working on the digitally 
created trumpet sound. Even today, he’ll 
go back and adjust various parameters 
to refine it.

Getting the sounds right offers incred-
ible freedoms. “I have multiple choices 
from this pallet of sounds within the 
musical language. The technology is a 
fundamental component that enables the 
music WORLD PORT plays,” Micich says.

Micich goes on to say that everyone is 
familiar with that stereotypical “synthe-
sized trumpet sound” from a computer. 
It’s recognizable as a computer-gener-
ated trumpet sound, but that’s very unin-
teresting and irrelevant to a musician 

trying to create a piece. Within a single 
instrument, the sound produced by a 
classical trumpet player versus a trumpet 
player in a mariachi band is different. 
These fundamental sound building 
blocks that extend to sounds familiar 
to particular musical style within a given 
instrument is what WORLD PORT has 
explored in their music. 

“WORLD PORT takes traditional folk 
songs from around the world, and puts 
them in a jazz context where improvisa-
tion can take place within the style and 
sound framework of that musical genre,” 
Micich says.

Musical growth out of digital 
inspiration
When Micich started writing music, he 
realized he wanted to think about com-
position in a different way. His style is to 
use the form and freedom jazz provides, 
but use the sound and style of a familiar 
folk music piece as the framework. It’s 
this blend of familiarity and creativity 
that can provide the listener with a 
familiar starting point that takes them 
through a creative journey with the musi-
cian through improvisation.

WORLD PORT is going for the live per-
formance experience. Some musicians 
that utilize technology use sequencing, 
which usually involves creating a “click 
track” where musicians overlay their 
music on top. This isn’t the approach 
WORLD PORT uses – they are interested 
in the interaction with the audience and 
the “in the moment” musical interaction.

On the lighter side, even musicians 
can have technical hassles. Just like 
anyone who has ever done a demo of 
their embedded system only to have 
something not work at the last moment, 
Micich recounted a similar “excitement” 
with live performance. 

“What I’m after is live performance,” 
Micich says. “Since my music really inte-
grates technology, when things wear out 
or break during performance, things can 
get interesting. I find myself improvising 
with the technology and the music by 
substituting whatever is needed if some 
aspect of the digital sound generation 
isn’t working.”

Elevating technical sound
Emmy-winning Des Moines, Iowa based 
WORLD PORT aims to make each show 
like a world street festival. One great illus-
tration of this (and my favorite) is a piece 
called “The Green,” inspired by Celtic 
music which is playable from the WORLD 
PORT home page. It starts off with a 
very familiar Celtic sound, rhythm, and 
melody the listener is comfortable with. 
As the piece continues, the rhythms and 
melody increase in complexity. While the 
background beat and genre remain con-
stant, Micich and the band move the lis-
tener into a place where they explore the 
edges of the style with amazing technical 
proficiency and expressive melody lines. 
Listening to this piece and others really 
showcases the importance of digital 
sound precision that Micich talks about 
when it comes to technology in music.

Micich closed by saying musical expres-
sion is all about your effect on people. 

“We affect each other with our interac-
tions. What is your effect going to be 
– Enthusiasm? Sadness? Excitement? 
The music we play uses the language 
of sound to create that emotional sen-
sibility. After all, in music, the sound is 
all we’ve got.”   

See Curt interview Paul Micich about 
the technology and capabilities of the 
EVI, and see the band perform: 
opsy.st/WORLDPORT
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Figure 2 | An MIDI Electronic Valve Instrument (EVI).Figure 2
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Advanced static 
analysis for 
reusable libraries 
and subsystems
By S. Tucker Taft

Advanced static analysis tools are no longer novelties but rather 

are becoming true strategic elements in the standard professional 

developer’s toolkit. 

Some early static analysis tools oper-
ated strictly on a function-by-function 
or module-by-module basis, with little 
or no cross-module analysis. Next came 
“whole program” analysis, where the 
tools could find possible run-time fail-
ures, but only if given all of the source 
code for the program of interest. Today, 
we are seeing tools that can be effective 
on parts of programs, such as a soft-
ware library or a software subsystem, 
without requiring artificial “driver” 
code to activate the code within the 
library or subsystem.

Static analysis is becoming a standard 
part of the professional developer’s 
set of tools. The U.S. Department of 
Defense has recognized the importance 
of static analysis in helping to identify 
security vulnerabilities and weaknesses 
in software-intensive systems.[1] Many 
non-defense organizations have also 
begun to incorporate static analysis 
as part of their daily software hygiene, 
because of the unique advantages 
static analysis provides in early identi-
fication of problems that are not easily 
detected using more conventional 
testing. But now that their benefits 
have been established, we need to look 
more closely at the capabilities of the 

various tools, and see how they can be 
deployed most effectively in a modern 
development environment. 

Almost all software development orga-
nizations promote reuse of libraries or 
subsystems of code, at least within the 
organization. Unfortunately, many static 
analysis tools are not well adapted to 
analyzing anything less than a full exe-
cutable program. This is because many 
static analysis tools operate by first 
finding all of the callers of a given rou-
tine, and then effectively substituting in 

the set of parameter values passed at 
any of these calls to determine whether 
the routine of interest might fail on the 
given inputs. To perform static analysis 
on a library, the programmer must 
therefore first create a wide-ranging set 
of unit tests and then apply static anal-
ysis to those tests. This to some extent 
reduces the potential advantage of 
static analysis tools, because a full set of 
dynamic tests is needed to make effec-
tive use of such static analysis tools. 

With an approach to the static analysis 
of software libraries based on infer-
ring as-built pre- and postconditions 
(often called “contracts”) from the 
code itself, while also accommodating 
programmer-provided assertions and 
pre- and post-condition contracts, the 
analysis tool very effectively analyzes 
all of the code within a library, and 
as a side benefit produces human-
readable contracts that summarize the 
requirements and effects of each of 
the library routines.

Analyzing reusable libraries
A new breed of static analysis tool is 
emerging that escapes this need to have 
drivers or harnesses for the code being 
analyzed (Figure 1). These tools can work 
bottom up, starting from the leaf routines 
of the program, or a library, and working 
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Static analysis of a reusable library.Figure 1
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toward higher-level routines. Such tools 
infer a contract (preconditions and post-
conditions) for the routine from the code 
itself, determining what range of values 
or combination of values can be handled 
by the routine’s algorithm, and what sets 
of values or combinations will cause run-
time problems such as indexing outside 
an array, overflowing a numeric calcula-
tion, or dereferencing a potentially null 
pointer. This bottom-up, contract-based 
approach allows these advanced static 
analysis tools to provide valuable insights 
into pieces of programs, from a single 
module to libraries and subsystems. The 
inferred contracts are designed to be 
human readable, which provides useful 
as-built documentation to help facilitate 
manual code reviews, as well as identify 
mismatches between the original require-
ments and current reality. Examples of 
such tools include the CodePeer ana-
lyzer[2] from AdaCore, and the CC-Check 
tool[3] from Microsoft Research.

Inferring preconditions and 
postconditions
During manual code review, the con-
tracts inferred by an advanced static 
analysis tool can help identify an imme-
diate problem with the code. Here is an 
example of a routine where clearly the 
name of the routine does not match its 
function, as illustrated by the inferred 
postcondition that the analysis tool pro-
duced (Figure 2).

The inferred postcondition (identified by 
the --#postcondition comment) shows 
that the routine returns the number of 
days since the beginning of the year for 
the given month, while the name of the 
routine implies it should be returning the 
number of days in the month. Clearly 
either the programmer or the person 
naming the routine was confused. This is 
just one example of the benefit of having 
as-built contracts inferred by the analyzer. 
Many other cases occur, where either the 
inferred precondition or inferred postcon-
dition indicates that the algorithm chosen 
by the programmer is clearly wrong, given 
the requirements of the routine.

A static analyzer can infer preconditions 
and postconditions for a routine by 
using a clever technique that starts with 

assuming that the inputs to the routine 
could take on any possible value, and 
then proceeds by eliminating the input 
values, or combinations of inputs, that 
would cause run-time failures during 
execution. Once the analyzer reaches 
the end of the routine, the possible 
values that remain that do not lead to 
run-time failures represent the only 
values that may always be safely passed 
to the routine, and therefore represent 
the effective preconditions of the rou-
tine. Postconditions are determined by 
taking the set of values of the inputs 
that satisfy the preconditions, and com-
puting the sets of values they produce 
for the outputs of the routine.

Conditional preconditions
This technique for inferring contracts 
works quite well for simple straight-line 
routines, but does not capture the full 
story for routines that have code that is 
executed on some but not all calls. For 
those, we need to consider conditional 
preconditions, namely, preconditions 
that apply only on certain paths through 
the routine. Here is an example that illus-
trates the need for conditional precondi-
tions (Figure 3).

Here the analyzer has inferred precondi-
tions to prevent numeric overflow when 

computing Y +/- 1, but it needed dif-
ferent preconditions for the two paths 
through the routine. It handles this by 
emitting conditional preconditions, 
which are of the form “not <condition> 
or <precondition>.” This is equivalent to 
the implication “<condition> ⇒ <precon-
dition>.” Conditional preconditions turn 
out to be quite important when analyzing 
typical reusable libraries, so having the 
ability to capture the conditions under 
which a precondition applies is critical to 
doing precise bottom-up static analysis 
of libraries or other reusable subsystems.

Documenting presumptions 
about unanalyzed code
Another issue that comes up when ana-
lyzing libraries or subsystems is that 
they often depend on other lower-level 
libraries or subsystems, and there is a 
desire to analyze one library relatively 
independently from the libraries on 
which it might depend. This introduces 
a different challenge for the advanced 
static analyzer, namely dealing with calls 
from code being analyzed, to code that 
is not included in the current analysis. 
When a call occurs on a lower-level 
routine that is included in the current 
analysis, then the bottom-up analysis 
approach supplies the inferred pre-
conditions and postconditions for the 
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function Days_In_Month(Month : Month_Num) return Integer is
 --#postcondition: Days_In_Month’Result in
 --  {0, 31, 59, 90, 120, 151, 181, 212, 243, 273, 304, 334}
begin
 return Integer (Number_Of_Days_Since (Month));
    -- Oops! Should be “delta” between Month+l and Month
end Days_In_Month;

Example of inferred postcondition.Figure 2

procedure Cond_Assign
   (X : out Integer; Y : in Integer; B : in Boolean) is
 --#precondition: not B or Y <= 2**31 - 2
 --#precondition: B or Y >= -2**31 + 1
begin
 if B then
  X := Y + 1;
   else
  X := Y - l;
   end if;
end Cond_Assign;

Example of conditional preconditions.Figure 3



called routine, enabling further anal-
ysis of the higher-level routine. When 
the called routine is not in the current 
analysis, a different approach is appro-
priate – namely, the static analysis tool 
can track how the values returned by 
this unanalyzed routine are used, and 
indicate what presumptions are being 
made about this unanalyzed code in the 
routine being analyzed. For example, if 
a call is made on a routine that returns 
a pointer, and the calling routine imme-
diately dereferences the pointer without 
first checking whether it is null, clearly it 
is presuming that the pointer returned 
by this unanalyzed routine is non-null (in 
the example, the call occurs on line 12, 
indicated by @12, Figure 4).

Similarly, presumptions might be made by 
the calling code about the range of values 
of a numeric returned value, or the initial-
ization state of a more complex returned 

object. By explicitly documenting all such 
presumptions of the calling code, the 
analyzer provides the library implementor 
more insight into exactly what is being 
expected of the lower level libraries. 
These presumptions can then be com-
pared against the actual behavior of the 
lower level library, to verify that the lower-
level library is being used properly.

The importance of static 
analysis tools
As the use of static analysis tools becomes 
an integral part of the software develop-
ment process, the capabilities of those 
tools can determine the overall value 
gained. Mature software organizations 
are always working to create reusable 
software in the form of libraries or sub-
systems, as it is well recognized that the 
key to overall productivity is based on 
writing less new code for each applica-
tion. Advanced static analysis tools can 

help with the challenging task of testing 
the reusability and robustness of reus-
able components by directly analyzing 
libraries or subsystems without requiring 
the drivers, harnesses, or stubs that might 
be needed to create a complete execut-
able program. These tools can accomplish 
this goal by operating in a bottom-up 
fashion, starting first with the leaf routines 
of the reusable components, and then 
inferring human-readable information 
in the form of preconditions, postcondi-
tions, and presumptions along the way. By 
so doing, they enable the library or sub-
system developer to gain precise insight 
into the as-built behavior of the compo-
nents, without the expense of developing 
an expansive dynamic test suite.
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Software devs  
work hard, play hard
By Monique DeVoe, Managing Editor mdevoe@opensystemsmedia.com

Work projects can be interesting and solving their challenges 
rewarding, but wouldn’t you sometimes rather be doing things 
like escaping Skynet, helping Batman defeat the Joker, or 
restoring Mjollnir’s power with Thor?

“We turn complex problems into games,” says Frédéric 
Desmoulins, CEO and Co-founder of CodinGame. “Developers 
can have fun and at the same time need to be very creative to find 
the best solutions and show their problem solving skills as well as 
their algorithmic knowledge to solve our games.”

Coding challenge platform CodinGame allows developers to 
test their skills in 20 programming languages in pop-culture-
inspired coding puzzles and contests. Players write, compile, 

and test code to complete game objectives and score points. 
A community of fellow developers/players can help with game 
and programming questions as well.

CodinGame ups the ante from other platforms like CodeCombat 
and HackerRank with highly graphical games. 

Games are single player and turn-based multiplayer – for 
example, compete with up to four players to control map zones 
with UAVs in “Game of Drones” – and range in difficulty from 
easy to very hard. CodinGame throws contests once a month 
to see who can solve challenges the quickest and fullest in their 
language of expertise, with prizes and getting noticed by spon-
soring companies scouting for talent as their rewards. 

Embedded software developers can practice their C and C++ 
skills, or get a feel for new and different languages they’ve 
heard about, while also playing interactive games.  

CodinGame 
www.codingame.com/start 
@CodinGame
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    --#presumption: Get_Object’Result@l2 /= null
    --#presumption: Get_Object’Result.A’Initialized@l2
11  ...
12  P := Get_Object(X);
13  if P.A /= 0 then
14      P.B := 5;
15  end if;
16  ...

Example of presumptions due to calling unanalyzed code.Figure 4
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Controlling automotive 
software deviations in 
a MISRA compliance  
environment
By Fergus Bolger

C and C++ are by some distance the most widely used languages for 
embedded software development. Recent research by VDC shows C being 
used by 70 percent of the embedded systems companies surveyed and C++ 
by 42 percent. C has been implemented for virtually every processor. It provides a 
wide range of resources and libraries, and is supported by a wide range of tools.

The C language, in particular, allows the developer to do many things that are 
essentially incorrect. It is all too easy to write code that conforms to the language 
standard but will result in either program failure (a crash) or undefined behav-
iour. Common examples are code that results in accessing memory outside the 
bounds of an array or an arithmetic operation that results in integer overflow.

The philosophy of coding standards
The industry-accepted way to tackle these hazards is to adopt a “coding 
standard.” In their simplest form, coding standards define a set of consistent 
coding practices. Although uniformity of style can be valuable within a soft-
ware project, they do not address the important attributes of software quality 
such as reliability, portability or maintainability. The more fundamental role of 
coding standards is to define a safer sub-set of the programming language by 
framing a set of rules that eliminate coding constructs known to be hazardous.

The Motor Industry Software Reliability Association (MISRA) coding guidelines, 
embodying this principle of safe sub-setting, are now accepted worldwide as 
the benchmarks for developing safety-critical software in C and C++. They have 
been widely accepted because they are concise and readable and because 
they focus on essential issues. A recent poll (Ganssle, 2014) of 500 respondents 
revealed some interesting data on coding standard adoption rates[1]. The main 
finding suggested that about 60 percent of all coding standards in use are 
MISRA-based. The strictness of adoption was another interesting finding, with 
MISRA-based coding rule sets achieving 75 percent consistent use within the 
development team, whereas other rule sets achieved less than 50 percent.

The principle of deviation 
MISRA coding standards contain widely respected guidelines for developing 
in C and C++ languages. These guidelines focus on issues that are important 
when developing critical software systems. MISRA also recognizes that, in 
some situations, it is unreasonable or even impossible to comply with a coding 
guideline and that it is necessary to deviate from certain rules. A deviation 
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states the reason for not complying with 
a particular coding rule in a certain cir-
cumstance. It also provide a rationale 
and description of the extent to which 
the particular rule is being relaxed, and 
supplies a properly constructed safety 
case that includes mitigation against the 
effects of not complying.

However, in the absence of a carefully 
stated scope for the non-compliance, 
a basic deviation facility could be mis-
understood or abused and ultimately 
undermine the efficacy of the guidelines.

Constraining the use of 
deviations
In the same way that coding standards 
themselves need objective creation and 
well-understood rationales, the reasons 
given for deviating from coding rules 
similarly need a common expression 
and agreed interpretation and a precise 
scope for their application. The automo-
tive industry, the original and still leading 
application domain for MISRA, has faced 
up to this requirement. Both MISRA itself 
and one national body, the Japanese 
Automotive Manufacturers Association 
(JAMA), have each begun the process of 
setting out the conditions under which 
to permit specific deviations from full 
MISRA compliance.

The thrust of this work is to define a set 
of rule deviations that are tightly con-
strained in scope. An important first 
stage is to categorize the broad reasons 
for deviation from rule non-compliance.

Categorizing deviation reasons
By breaking deviations down into the 
following categories, the practical dif-
ficulties with compliance are made 
more apparent. Additionally, this cat-
egorisation guards against inappropriate 
deviation and weakening of the coding 
standard intent.

Performance
It may seem strange and non-intuitive to 
suggest performance as a reason for not 
following good coding practice, but the 
following real-life situation demonstrates 
the need:

As part of the vehicle’s engine control 
system, a timing variable needs to be 
accumulated at regular intervals. The 
code, correctly formulated to meet 

MISRA-C:2012 Rule 10.6 (value not to 
be assigned to a wider type), reads:

extern uint16_t qty, time_
step; 
uint32_t prod = ( uint32_t 
) qty * ( uint32_t ) time_
step;

The casts ensure that the 16-bit oper-
ands will not overflow in the 32-bit multi-
plication for this compiler. However, the 
compiler performs this operation using 
“shift and add” mode of long multiplica-
tion rather than the IMUL (signed multi-
plication) mode it is equipped with. The 
compiler vendor has clarified that IMUL 
mode only occurs on implicit conversion, 
requiring the expression to read:

uint32_t prod = qty * time_
step; // deviate from Rule 
10.6

By permitting implicit conversion in 
this case, the single clock cycle IMUL 
operation is guaranteed, rather than the 
~100 clock cycle worst case execution 
of the former, thus justifying a controlled 
deviation on the basis of performance.

External (third-party) code
This category includes common libraries, 
auto-generated code, and legacy internal 
code modules or even just a complex 
function encompassing a key application 
algorithm. Maintainers of public-domain 
libraries, given their broad application 
domain, rarely have the motivation to 
comply with MISRA or other coding stan-
dards. Auto-generated code, unless it 
meets a functional safety standard like 
ISO 26262, will likely contain inherent 
MISRA violations. Legacy code may pre-
date the project’s adoption of MISRA. 
The impact analysis of possible refac-
toring to meet MISRA rules may itself 
raise a concern. The safety case in all 
these situations is based on “qualified 
through use” reliance in combination 
with specific other quality measures.

Build configurations
A particular feature of automotive sup-
plier applications is to provide many 
variants of a single code-base according 
to customer need. Rather than build-
level control of this delivery, configu-
ration mechanisms are deployed to 
control feature delivery for each variant. 
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As a result, MISRA compliance can suffer 
in terms of redundant code, invariance 
in expressions, and related global issues.

Access to hardware
In order to access registers, address 
absolute memory and control interrupts, 
embedded developers need access 
to compiler-specific extensions to the 
C language, resulting in MISRA non-
compliance. The safety case will typically 
require careful unit test coverage.

Defensive coding
Given the absence of robust excep-
tion-handling in C, defensive coding 
practices may involve, for example, pro-
grammatic guards against unforeseen 
behaviour. A fully capable analysis tool 
will correctly detect invariant conditions 
and unreachable code as a result. The 
safety case must involve forced unit test 
execution of these paths or conditions.

Language features
There are valid code quality reasons to use 
“recent” language constructs, for example 
Boolean or “long long” types or inline 
functions. However, these can require 
deviation from older versions of MISRA. 
The safety issue is that even 15-year-old 
C99 constructs are not guaranteed to be 
supported by all compilers.

Structure of controlled 
deviation
Categorisation of the different rationales 
is a first step in creating a properly con-
strained deviation structure. This leads 
naturally into an elaboration of all spe-
cific known deviation cases, by rule and 
by category. MISRA and JAMA are both 
documenting, with industry participation, 
a set of rule scope restrictions, each with 
detailed justification and safety case.

Even outside of an automotive con-
text, these initiatives are important. The 
MISRA coding standard was originally 
designed for the automotive sector, 
but from its early years it found willing 
adoption in many other embedded 
environments, from consumer products 
to medical devices, industrial control to 
EDA. Equally, the establishment of a con-
trolled deviation structure is important in 
anyone adopting coding standards.

Automated tool support
A coding standard without an auto-
mated means of enforcement and a rich 
audit and reporting capability will soon 
become a bookcase adornment, rarely 
referenced or followed. The starting 
point for a competent automated static 
analysis tool must be accuracy in its 
diagnostic output, clarity of compre-
hension and explanation on each issue 
raised, and detailed reporting against 
every version of the software project.

But even an environment of automated 
tool enforcement needs awareness and 
application of an approved deviation 
policy, especially since this removes one 
impediment to full compliance. Both the 
coding rules and the deviation policy 
must be convenient for developers, 
trusted by leads and managers, and 
facilitate detailed QA reporting.

A basic deviation system will couple 
each instance of rule suppression to its 
supporting deviation, and preserve this 
coupling through the lifetime of the 
relevant source code (Figure 1). The 
requirements are more complex when 
dealing with controlled deviations. Any 
suppression of the relevant coding 
rules must obey the tighter restrictions 
in force, and no suppression may take 
place outside of that controlled set of 
deviations. When choosing the specific 
code location where a reported diag-
nostic is to be suppressed, developers 
must be constrained to only suppress 

using the permitted range of con-
trolled deviations.

Safe code for critical systems
The MISRA C coding standards are syn-
onymous with safe and defensive use 
of C in many embedded environments 
and beyond. Being both comprehensive 
and wide-ranging in the restricted use of 
the C language, a system of controlled 
deviation is now recognized as a neces-
sity, as exemplified by various industry 
and community efforts to specify such 
curtailment. Legitimate specific reasons 
for deviation are now being crafted for 
industrial use. Sophisticated and auto-
mated tooling support for the controlled 
deviation initiative along with reporting 
and other elements of a compliance 
solution are available today.
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Tool enforcement of controlled deviation.Figure 1
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Strategies for 
verifying an  
FPGA design
By David Kelf

The escalating cost, time, and risk associated with custom integrated 

circuit (IC) fabrication has driven increased field programmable gate array 

(FPGA) usage across electronics applications. FPGAs are larger, faster, 

and more power-efficient than ever, and bring a number of capabilities 

unavailable in custom silicon design, such as field updates, multi-function 

devices, and simplified prototyping, making them an attractive option.

The latest FPGAs can support designs 
with more than 20 million equivalent 
gates, plus processor platforms and a 
range of communications, digital signal 
processing (DSP), and other functional 
blocks. These devices are a far cry from 
the simple programmable chips of yes-
teryear, where a designer could quickly 
load a few thousand gates of logic into 
an FPGA and immediately see them run. 
Today’s devices require a comprehensive 
verification strategy every bit as exhaus-
tive as that for an ASIC.

Traditional FPGA verification
The early FPGA design flow consisted of 
entering a gate-level schematic design, 
downloading it onto a device on a test 
board, and then validating the overall 
system with real test data. Even with 
just a few thousand gates, it became 
clear that some form of simulation of 
the design prior to download provided 
an easier and faster method to resolve 
issues through early detection.

With FPGA technology improvements, 
more advanced design techniques were 
inevitable. Similar to ASIC design, the 
use of hardware description languages 
(HDLs) became commonplace and the 
golden representation of the design 
shifted from gates to register transfer 
level (RTL) code. Advanced simulation 
was used to thoroughly functionally 
verify the design prior to synthesis, and 
today, all the advanced ASIC functional 
verification techniques are also lever-
aged on FPGA RTL code.

However, post-synthesis FPGA verifica-
tion is another story.

Fabrication dependent 
verification
ASIC and custom IC fabrication is expen-
sive, time consuming, and risky. This has 
led to a rigorous sign-off process where 
the final design is tested in a number of 
ways to ensure it is correct. Furthermore, 
hardware emulation is often employed 
for large ICs to further test the device 
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using real-world data and/or the software 
that will be run on it in production.

Of course, FPGAs are different. As the 
FPGA may be quickly updated with new 
design code as many times as is required 
to get it right, the need for exhaustive 
sign-off and separate emulation would 
appear unnecessary. 

A particularly useful feature of the 
FPGA is the ability to rapidly prototype 
designs. This has proved invaluable for 
high-speed verification, with FPGAs 
even being used to prototype designs 
targeted for other IC types. Indeed, 
some emulators utilize FPGAs as their 
core technology, due to this property.

In the past, it has been assumed that 
for large FPGAs, it is sufficient to func-
tionally test the RTL code and perform 
a final check on the prototype device 
itself. However, now that FPGAs with 

many millions of equivalent gates are 
being utilized, new design flow require-
ments have changed this situation.

Large FPGA design flow issues  
Two types of hardware bug can be 
introduced into ICs, including FPGAs. 
Design bugs through human error are 
eliminated during functional verifica-
tion. Systematic issues, on the other 
hand, are introduced by the automated 
design refinement tool chain and typi-
cally are not checked by the functional 
verification process. These can be hard 
to detect and damaging if they make it 
into the final device. 

High-quality FPGA solutions rely on tool 
chain effectiveness, particularly optimi-
zations provided by synthesis and place 
and route (P&R) functions. The ratio of 
registers to available inter-register logic 
is fixed, allowing sections of the matrix 
to be wasted if this ratio is unbalanced 

across the design code. As such, sequen-
tial optimizations, where the positions 
of flip-flops are changed relative to the 
logical gates, are an important FPGA 
synthesis and P&R capability (Figure 1).

These requirements have driven FPGA 
vendors to invest in complex, state-
of-the-art synthesis technology. To 
engineer the highest quality designs, 
extremely aggressive optimizations 
are employed within these tools, a key 
driver of the quality of results (QoR) of 
the overall FPGA design.

For smaller FPGAs, systematic bugs 
resulting from the RTL code refinement 
process are relatively uncommon and 
would be discovered during the final test 
of the FPGA within the hardware. For 
larger FPGAs leveraging modern design 
flows, this assumption has been proven 
to be flawed and can lead to significant 
design problems.
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Equivalence checking solutions 
for systematic bugs
The combination of synthesis and P&R 
tools employing aggressive optimizations 
is prone to systematic errors. Because 
these tools are sensitive to seemingly 
small differences in the RTL code, it is 
impossible to test every design and tool 
optimization combination. Therefore, the 
best results are achieved by ratcheting up 
the optimization level and checking to 
make sure no systematic errors are intro-
duced for specific designs.

Testing the gate-level design representa-
tion in large FPGAs has become a critical 
requirement due to the nature of system-
atic design problems. Systematic issues 
can occur anywhere in the FPGA with 
little relationship to the design section 

under development. They often produce 
unexpected behavior or are triggered by 
unusual, corner-case scenarios, making 
the creation of verification tests complex 
and time consuming. They are irritating 
to debug, as often the whole design must 
be examined with little information on the 
source of the problem. Worst of all, they 
can easily make it into the final product, 
causing a post-production re-spin.

Formal verification-based equiva-
lency checking (EC) for ASIC design 
exhaustively compares RTL code to 
the derived gate-level equivalent, spe-
cifically targeting systematic problems 
(Figure 2). As the RTL code is fully veri-
fied, the overall solution represents the 
most effective way to guarantee design 
functionality.
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For FPGA design, a new breed of EC is required that can 
support the advanced sequential optimizations leveraged 
by the latest FPGA synthesis tools. With the FPGA design 
flow moving latches within the logical design space, stan-
dard equivalency checking cannot easily map RTL registers 
to gate flips flops. This can be resolved by utilizing advanced 
formal techniques more commonly associated with property 
checking, a new and significant capability for EC tools used 
in OneSpin’s 360 EC-FPGA, for example. It is an absolute 
requirement for the effective removal of systematic errors 
from FPGA designs.

The use of EC in the FPGA flow has the following benefits:

 õ Confidence that any problems observed in the final FPGA 
test are related to the design and are not systematic, 
driving a faster and easier debug process.

 õ Elimination of the time-consuming need to create a 
complex range of tests to target systematic errors or to 
attempt to predict systematic error fault conditions.

 õ Confidence that no systematic, corner case bugs exist 
in the final design, ensuring consistency between the 
verified RTL code and gate-level final design. 

 õ Confidence to leverage the most aggressive optimizations 

available without concern for the introduction of errors, 
leading to the highest quality design.

The use of EC has a direct bearing on final design quality, reli-
ability, design schedule, and engineering efficiency. Not sur-
prisingly, it is in use at many electronics companies worldwide 
working with large FPGAs. 

FPGA implementation verification
As FPGAs have become larger and more complex, their design 
and functional verification has tended toward that of an ASIC. 
This trend is now extending into the area of implementation 
verification, driven by the advanced nature of the modern FPGA 
design flow. EC is now a mandatory part of that flow, retaining 
inherent efficiencies in the FPGA production process.

David Kelf is Vice President of Marketing  
at OneSpin Solutions.

OneSpin Solutions 
 www.onespin-solutions.com 
 @OneSpinSolutions 
 http://opsy.st/onespinLinkedin
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Q 
 How have you turned your experience and 
motivation into a successful career-to-date, 
and what are the key factors that have 
enabled success so early on in your career?

For me, embedded electronics is a way of life. I always have 
at least 4-5 side projects going and countless others in my 
queue. Sometimes these projects have a real purpose, like my 
Ultra Sonic Range Finder Parking Helper, or sometimes they 
are works of art, like with my 8x8x8 RGB LED cube. Most of 
the time the projects I take on are because I want to gain an 
understanding of a certain technology, like Bluetooth, Wi-Fi, 
Ethernet, Voice Recognition, etc. This passion has really worked 
out great for me because the company I currently work for is a 
design services consultant firm, and I am constantly challenged 
to think outside the box and exercise my creativity to meet the 
clients’ requirements.

Q 
 Given your area of expertise, what  
have been the greatest challenges  
and/or breakthroughs during your time  
in the industry?

The field of engineering is very broad and fast paced; what may 
be the norm today could easily be obsolete tomorrow. With 
my Bachelor’s degree in Electrical Engineering and long list of 
successful side projects, I was quickly humbled after starting 
my new job as a new product design engineer. The simulation 

tools, the schematic capture/PCB layout packages, and IDE/
compilers were all different from what I used in school and far 
more advanced. Then I started working on things like EMC/EMI 
design, Functional Safety, and CE/UL certifications. These are 
subject matters we never touched on in school, but I was lucky 
enough to always work alongside great mentors. I can’t stress 
how important mentorship has been in my career.

Q 
 What has been the single most influential 
trend to come out of your generation of 
embedded industry professionals? What 
do you see as the most disruptive trend or 
technology over the next 5-10 years?

Even during my short time in the industry there have been 
many trends or “buzzwords” that have come and gone. I think 
the biggest trend to come out of my generation might be 
the explosion of the maker/DIYer/hobbyist industry. It’s just 
amazing how many development boards are out there with free 
tools to get you up and running in a matter of minutes. The rock 
star of them all is the Arduino, but then there’s the PICAXE, the 
Propeller, Electric Imp, Netduino, TI’s Launchpad with Energia, 
Netduino, and many many more. There are also the single 
board computers like the Raspberry Pi and BeagleBone Black 
that are taking the world by storm. It’s also interesting to see 
industry trends fall into the hobbyist market with development 
boards that are using ARM cores, integrating the Internet of 
Things (IoT), or Bluetooth Low Energy (BLE). I can’t wait to start 
seeing through-hole FPGAs! I would love to have one of those 
on my breadboard right now!

Q 
What advice would  
you offer the next generation  
of engineers?

I’m often asked this question through my YouTube channel 
and I always answer it the same way: If you have an interest in 
embedded electronics, just get started! There has never been 
a better time to get involved with electronics; you can liter-
ally have an LED blinking in minutes with little electronics or 
coding skills. If you want to take on more advanced projects, 
fine, but don’t expect to learn everything in school. I think 
the best engineers out there are the ones who can self-teach. 
If you want to learn about Wi-Fi, then come up with a cool 
project involving the technology and go for it! Okay, so what if 
you get stumped? This is the best part; the online community 
for embedded electronics is stronger than ever. You’re always 
guaranteed to find a project similar to yours, or someone who’s 
willing to help. Sometimes the hardest part is simply coming up 
with the project ideas!

Read the full interview with Kevin: opsy.st/Top4Darrah

Kevin Darrah 
Senior Embedded Systems 
Engineer 
USA Firmware
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Q 
 How have you turned your experience or 
motivation into a successful career-to-date, 
and what are the key factors that have 
enabled success so early on in your career?

Red Hat’s history within the embedded market actually goes back 
more than 10 years, but it had been one of the best-kept secrets 
at our company. Even with very little awareness of our embedded 
program, I was seeing our best customers finding incredibly 
unique ways to use our technologies to solve truly impactful busi-
ness problems. I felt that this was a huge opportunity for Red 
Hat to help our customers transition from using technology to 
support the business to using technology to drive the business.

Red Hat Embedded was essentially a startup, and in any new 
business, I believe you must have the ability to leverage limited 
resources to solve your customers’ most critical problems first. 
Nothing is ever as smooth as you would like, but if you are pas-
sionate about what you are doing, put your customers first, and 
surround yourself with great people, success follows. 

Q 
 Given your area of expertise, what  
have been the greatest challenges  
and/or breakthroughs during your time  
in the industry?

The traditional embedded industry is undergoing a transforma-
tion in which it is being smashed together with the traditional 
enterprise datacenter. It is no longer enough to simply have a 
device that runs reliably. It must be secure. It has to be manage-
able. It has to communicate with the datacenter. It also has to 
communicate with other devices, many of them legacy devices. 
In short, interoperability is becoming paramount. 

This level of required interoperability is something that Red Hat 
has seen within the datacenter for many years, but due to the 
connectivity of embedded devices, our industry has to figure it 
out ourselves… yesterday. 

Q 
 What has been the single most influential 
trend to come out of your generation of 
embedded industry professionals? What 
do you see as the most disruptive trend or 
technology over the next 5-10 years?

The world’s view of the embedded industry and its potential 
have been forever changed through the connection of distrib-
uted devices. Technological advancements in miniaturization, 
wireless networks, and data analytics are now allowing machine-
to-machine (M2M) communications to benefit from the same 
power and community that the Internet provided to people. This 
connectivity is at the core of what we are now calling the IoT. 

In the future, the number of use cases for the IoT will only con-
tinue to exponentially increase. This increase will lead to every-
thing from bandwidth limitations to deeper security concerns 
to increased regulatory requirements, and that will force com-
panies to make hard decisions on which data they are transmit-
ting and how they are transmitting it. Companies will have to 
find ways to perform more analysis and take action closer to the 
edge of the so that transmission costs, storage requirements, 
and security concerns can be minimized. This will drive the 
continued emergence of an intelligent controller or gateway 
tier, which will be able to tactically collect, analyze, and take 
action on data while only sending strategic analysis results to 
the datacenter. 

Q 
What advice would  
you offer the next generation  
of engineers?

Don’t let technology limit your vision.

When you consider the Internet of Things, we truly have the 
ability to change the world and the way we interact with it. 
It is easy to sit back and think “If only I had…” but we can no 
longer allow that to impede our thinking. Technology has now 
reached the point where if we can dream it, we can find a way 
to make it happen. 

Read the full interview with Chris: opsy.st/Top4Gray

Chris Gray 
Director, Embedded  
and Internet of Things  
Red Hat
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Yannick Moy 
Senior Software Engineer 
AdaCore

Q 
 How have you turned your experience and 
motivation into a successful career-to-date, 
and what are the key factors that have 
enabled success so early on in your career?

When I started working on static analysis of software in 2002, it 
was mostly a subject of academic research. Few deep analysis 
tools were available to industrial users. I was fortunate to be 
there at the start of the industrial takeoff, and to stay at the 
frontier between academic research and industrial tool devel-
opment, which gave me the opportunity to work on multiple 
tools that are used in industry today: first PolySpace Verifier 
C++, then the Frama-C platform for C, and finally CodePeer 
for Ada and the new SPARK toolset for a formally verifiable Ada 
subset. One key factor for maintaining this essential collabora-
tion with academic research is the openness in development.

Q 
   Given your area of expertise, what  
have been the greatest challenges  
and/or breakthroughs during your time  
in the industry?

The main challenge remains the cost-effective detection of 
remaining errors in large and complex software. From time 
to time, a widely publicized error like Heartbleed reminds all 
that this issue has not been solved. While the critical software 
industry is much more secretive about errors, there seems to be 
enough close calls that project leaders keep looking for better 
ways to detect errors. A related challenge is to keep the cost 
of verification under control. In 2011 a NASA report evaluated 
the cost of verifying the most critical avionics software to be 
approximately seven times the cost for less critical systems.

The breakthroughs came from academia, with the first opti-
mizing compiler for C (CompCert) and operating-system kernel 
(seL4) for which we have a formal proof that the code is correctly 
implementing the desired behavior. The cost of reaching that 
level of confidence is still very high, when you realize that “only” 
proving the absence of run-time errors (buffer overflows, divi-
sion by zero, etc.) is an objective that very few projects achieve. 
In practice, projects that produce software provably free of 
these mundane programming errors, at a much lower cost than 
the above projects, are worth noting, like the IRONSIDES DNS 
server and Muen separation kernel, both written in SPARK.

Q 
 What has been the single most influential 
trend to come out of your generation of 
embedded industry professionals? What 
do you see as the most disruptive trend or 
technology over the next 5-10 years?

In the last 15 years, code generation from data flow program-
ming languages like Simulink and SCADE has largely replaced 
programming in C and Ada in the area of control systems. This 
is a good thing because code generation can prevent some 
types of programming errors, like the failure to initialize data. 
But the code generated is also much more complex to analyze 
in general, full of low-level conversion operations and lacking 
higher level abstractions like precise types. This is unfortunate, 
because the generated code is in general linked with manually 
produced code, and so the safety and security of the resulting 
executable can only be assessed at the code level.

I’d like for it to be common to produce software that 
is 100 percent free of run-time errors in 10 years. I think that 
we will see in the future more and more heterogeneity in how 
the software is produced, with parts of it being generated 
from modeling or graphical languages like Simulink, UML, 
AADL. Being able to deal with this heterogeneity will be key 
to benefit from these technologies, and static analysis is cer-
tainly part of the answer.

Q 
What advice would  
you offer the next generation  
of engineers?

Each domain of the embedded industry has different constraints, 
which leads to different technological choices in avionics, auto-
motive, medical, etc. What’s interesting today is that you can 
keep up to date with what’s happening in other industries with a 
minimal effort online, simply by following blogs, journals, webi-
nars, recorded conferences, etc. I find that it’s been very profit-
able in my case.

Read the full interview with Adacore: opsy.st/Top4Moy 
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Q 
 How have you turned your experience and 
motivation into a successful career-to-date, 
and what are the key factors that have 
enabled success so early on in your career?

I saw electronics transform from analog to digital thanks to my 
father, and my dynamic and entrepreneurial mother had a busi-
ness too. At 19 years old, I started my own video games com-
pany called Play Time. The concept was a store for customers 
to rent and fix video games. The key factors were the encour-
agement, tools, and out-of-the-box thinking that my parents 
taught me.  I haven’t stop since then.

Q 
   Given your area of expertise, what  
have been the greatest challenges  
and/or breakthroughs during your time  
in the industry?

My experiences with my parents and rental store were just the 
beginning. I worked for Delphi Automotive systems and that 
brought big challenges. The significant trend of changing from 
analog to digital development in the automotive industry was 
a big deal. It was expected that we, “the newbies,” were the 
new generation implementing the new systems. We had to 
learn a 30-year-old technology and translate it to a new, fast 
growing one. 

Another challenge was the fast-paced development where 
everything had to be done quickly, but comply with high quality 
standards. Developing strategies and processes that allow fast 
development is not easy. The learning process is a must to make 
this happen. I was not only managing teams, but also learning 
at the same pace as the engineers how to be on top of pos-
sible risks or delays. I see this happened in my current work at 
Quantum Technologies. I can only assess safety risks if I know the 
product or implement a process efficiently. I currently leverage 
this expertise by proving consulting services through a company 
that I cofounded, Systems-Compliance-Engineering.com.

Q 
 What has been the single most influential 
trend to come out of your generation of 
embedded industry professionals? What 
do you see as the most disruptive trend or 
technology over the next 5-10 years?

I think that my generation is the “glue” between the old school 
and the new school. Embedded electronic devices were barely 
known 30 years ago. Engineers from that generation worked 
differently than millennials do. We saw and experienced the 
“big boom” in the embedded systems. For example, cell-
phones shrank in size drastically and got new flexible screens. 
In a similar manner, the automotive industry has also changed 

drastically in only 15 years from systems integrating only the 
main computer up to two hundred minicomputers. My genera-
tion was part of all that. The trend that I have seen is the collec-
tion of data through embedded systems like those currently on 
cellphones to collect personal preferences for marketing, or in 
automobiles to measure the driving habits. Everything is data. 
This implies more “in the cloud” systems and more connec-
tivity. Embedded systems will be the interpreters of data, but I 
see an inevitable merge between information technologies and 
dedicated embedded systems.

Q
What advice would  
you offer the next generation  
of engineers?

As I tell my former professors at the Instituto Tecnologico de 
Durango: The new generation must experience the world. Their 
minds must be free in order to be creative. Walk through your 
designs, pay attention to the details, and use the gadgets as 
tools, but not as a lifestyle. Learn from older and more experi-
enced people. And, don’t be afraid to build your own company. 
After all, what is the worst thing that could happen? A failure? 
You still tried. There are always new opportunities to apply what 
you have learned.

Read the full interview with Maria: opsy.st/Top4Zuniga

Maria Eugenia Zuñiga, Cofounder,  
Systems-Compliance-Engineering.com 
Vehicle Software Engineer,  
Quantum Technologies
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Smart mobility 
architecture 
computer module 
The ADLINK LEC-BT Smart Mobility 
ARCitecture (SMARC) small form 
factor computer features the Intel 
Atom processor E3800 series system 
on chip with up to 4 GB DDR3L 
ECC memory, HDMI, LVDS, Gigabit 
Ethernet, camera interface, SATA, 
USB, and 12 GPIO pins for low power, 
low cost, and high performance. 
Target applications include remote 
monitoring control and management 
and IoT devices with a secure 
connection to the cloud.

Arduino certified fully open source 
HW and SW DIY board
The Intel Galileo Gen 2 development board provides users 
with a fully open source hardware and software development 
environment at a price point for any level of developer. The 
board features the Intel Quark SoC X1000 application processor 
with mini PCI-Express slot, 100 Mb Ethernet port, Micro-SD slot, 
USB host and client ports, and hardware/pin compatibility with a 
wide range of Arduino Uno R3 shields. Software support includes 
the Arduino integrated development environment and Yocto 
Poky Linux release. Intel also offers additional development 
resources with its Intel IoT Developer Kit.

Intel | software.intel.com/en-us/iot 
embedded-computing.com/p372405

ADLINK | www.adlinktech.com 
embedded-computing.com/p372404

Starter kit accelerates 
Bluetooth Smart solutions
CSR Introduces the uEnergy Starter Development Kit 
for designers who need rapid prototype-to-production 
capabilities. The kit includes a target board with the 
CSR uEnergy IC on reference module, USB programming 
interface, and interfaces for I/O and application-
specific sensors and actuators. The kit comes with 
a fully licensed CSR xIDE software development 
environment and example applications for Bluetooth 
Smart profiles. It also includes hardware design 
guidelines, manufacturing packs for module reference 
designs, and production test and configuration tools.CSR | www.csr.com 

embedded-computing.com/p372406
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Maker Faire NYC brings out the kid in everyone
By Rich Nass, Embedded Computing Brand Director

I’ll admit it – this was my first Maker Faire. I promise you it won’t be my last. It was very cool. I attended the Faire 
in New York City, held at the Hall of Science in Queens. It was packed with people who were there because they 
wanted to be there, not because they needed a day out of the office or their boss told them to go. They wanted 
to learn about the latest technologies, and pick up as much free advice as possible.

 opsy.st/ECDNov14MakerFaireNYC

5 things to consider before buying  
your first home IoT product
By Adam Justice, Grid Connect

The Internet of Things (IoT) is booming and consumers looking to build a 
smart home are able to reap some of the great opportunities and benefits that 
connected devices have to offer. Despite them being available 
though, doesn’t mean you should run out and buy the first smart 
home device you can find.

 opsy.st/ECDNov14GridConnect

A gateway to smarter building automation
By Advantech Embedded Group

To realize the full potential of IoT-enabled building automation, 
gateways capable of unifying the various systems within a facility 
are required. But to date, industry has produced few systems that 
incorporate the connectivity, security, and manageability 
needed to bring the vision of a green future in line with 
the building automation architectures of today. 

 opsy.st/AdvantechBuildingAutomation

IPv6 will be the unifying 
protocol for IoT
By Semico Research

The number of devices with capability for 
sensing and connectivity is growing at an 
exponential rate. Many companies look to the 
development of the Internet of Things (IoT) to 
drive new growth for existing products and open 
up new business opportunities. The concept 
of the IoT is far ranging. As the name implies 
it is the interconnection of many things that 
encompass different functions. A major concern 
is connecting all of the edge devices and the 
networks that use them. There 
are at least 35 different standards, 
some with several variations, which 
cover different applications.

 opsy.st/ECDNov14SemicoResearch

News

Blog

Medical E-mag
The Medical E-mag takes the pulse of medical electronics 
with features that prescribe medical device software 
strategies, diagnose human interfaces for healthcare, 

inspect HIPAA compliance in the connected 
age, and more.

 opsy.st/MedicalEmag 
 

Blog

ARM E-mag
The ARM E-mag features an exclusive Executive 
Interview on safety-critical software for embedded 

ARM, performance 
optimization techniques with 
advanced ARM IP, wearable 
system design, and more. 

 opsy.st/ARMemag2014

Unmanned Systems E-mag
The Unmanned Systems E-mag 
targets the trends and technology 

in autonomous vehicles, 
from SWaP-constrained 
UAS payloads and software 
certification to the disruptive 
regulatory and market 

impact of unmanned systems 
outside the defense sector. 

 opsy.st/Unmanned2014

E-mag

E-mag

E-mag
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Thinking 
beyond
the board

Sometimes our off the shelf products are not the perfect fi t. Our appli-
cation engineers and in house design talent are ready to develop 
customized solutions for your system requirements. Our stock products 
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ready to discuss customization options for fi rmware, operating systems, 
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Team your engineers with ours to move your product from concept to 
reality faster.
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